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Abstract

Air pollution imposes large and multi-dimensional social costs, yet its effect
on criminal behavior—and the channel through which it operates—remains
unsettled, in part because credible identification is difficult; existing instru-
ments tie wind variation to a fixed pollution source or rely on satellite plume
presence without modeling transport. We estimate the causal effect of fine
particulate pollution (PM2.5) on crime across all 58 California counties from
2006 to 2020, instrumenting monitor-based PM2.5 with a novel downwind
smoke-exposure measure that transports each NOAA Hazard Mapping Sys-
tem smoke plume along the observed wind field over its own footprint—an
instrument whose pollution source location varies from day to day as fires
ignite and extinguish. The instrument is strong, with each additional down-
wind day raising monthly mean PM2.5 by about 0.26 µg/m3 (first-stage
Wald F ≈ 45). A 1 µg/m3 increase in monthly mean PM2.5 raises violent
crime by roughly 1.3% and motor-vehicle theft by roughly 1.4%, with the
violent-crime effect concentrated in homicide and aggravated assault and no
detectable effect on robbery, larceny, burglary, or total property crime. The
pattern is robust to the pollution measure (wildfire-attributable PM2.5), the
outcome scale (rates per 100,000), and the instrument geometry. A county-
level heterogeneity analysis finds the violent-crime effect homogeneous across
demographic and economic characteristics—consistent with an acute phys-
iological channel rather than a socioeconomic one—while the most severe
harms fall disproportionately on more urban, younger, and more-minority
counties. These findings identify a previously unvalued externality of wild-
fire smoke—an increasingly climate-driven pollution shock—and strengthen
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the case for smoke mitigation.
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1. Introduction

Air pollution imposes large and multi-dimensional costs on modern so-
cieties. A growing body of economic research provides credible evidence
that particulate pollution affects public health, with long- and short-term
PM2.5 exposure significantly raising mortality rates and healthcare expendi-
tures (Deryugina et al., 2019; Park et al., 2024; Gong et al., 2023). Beyond
mortality, pollution reduces labor productivity—Borgschulte et al. (2024)
show that wildfire smoke exposure substantially reduces quarterly earnings
and labor supply, with annual earnings losses averaging $125 billion in the
United States between 2007 and 2019. Air pollution also impairs cogni-
tion and decision-making; Bishop et al. (2023) and Sun et al. (2024) find
that elevated PM2.5 accelerates cognitive decline and raises dementia inci-
dence. Together, these findings suggest that air pollution’s social costs—
spanning mortality, economic productivity, and cognitive functioning—are
substantially larger than captured by standard health-cost analyses. Wild-
fire smoke in particular has been shown to impose broad socioeconomic costs
beyond health—on timber values (Wang and Lewis, 2024), outdoor recre-
ation (Gellman et al., 2025), municipal finances (Liao and Kousky, 2022),
poverty (Canavire-Bacarreza et al., 2025), and agricultural-worker injury
(Lee and Beatty, 2025)—motivating attention to its less-studied behavioral
consequences.

A further category of pollution costs, which has attracted growing but
still limited empirical attention, is its effect on criminal behavior. Crim-
inal activity itself imposes enormous economic and social costs, estimated
at hundreds of billions of dollars annually in the United States alone. If air
pollution is a contributing driver of crime, this represents an important previ-
ously unvalued externality. Medical and psychological research identifies sev-
eral biological pathways that plausibly link pollution exposure to aggressive
and anti-social behavior. Short-term exposure to PM2.5 and ozone induces
systemic inflammation and cellular oxidative stress (Donaldson et al., 2001;
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Brook et al., 2004), depletes serotonin in ways associated with heightened
aggression (González-Guevara et al., 2014), and triggers neuroinflammation
linked to behavioral dysregulation (Levesque et al., 2011). Independently,
pollution may impair intertemporal decision-making by elevating cortisol and
stress hormones, increasing individual discount rates and thus reducing the
perceived cost of criminal punishment (Bondy et al., 2020; Batkeyev and
DeRemer, 2023).

Despite rapid progress, the empirical economic literature on air pollution
and criminal behavior remains comparatively nascent, and both the property-
crime result and the operative mechanism are still unresolved. We review
this evidence—its proposed mechanisms, its findings, and the identification
challenges it raises—in the following section.

We merge data on crime, air pollution, wildfire smoke, and weather to
construct a county-month panel covering all 58 California counties from 2006
to 2020. To estimate the causal effect of PM2.5 on crime, we instrument
monitor-based PM2.5 with a novel downwind smoke-exposure measure con-
structed from NOAA Hazard Mapping System smoke plumes combined with
daily gridded wind fields.

The instrument is strong, with each additional downwind day raising
monthly mean PM2.5 by about 0.26 µg/m3 (Wald F ≈ 45). In reduced
form, each extra downwind day increases violent crime by roughly 0.35% and
motor-vehicle theft by roughly 0.38%. The two-stage least squares (2SLS) es-
timates imply that a 1 µg/m3 increase in monthly mean PM2.5 raises violent
crime by approximately 1.3% and motor-vehicle theft by approximately 1.4%,
while leaving robbery, larceny, burglary, and total property crime statistically
unchanged. Within violent crime, the effect is carried by homicide and aggra-
vated assault—the offenses most plausibly linked to impulsive, interpersonal
aggression. A county-level heterogeneity analysis finds the violent-crime ef-
fect homogeneous across age, income, race, and urbanicity—consistent with
an acute physiological channel rather than a socioeconomic one—while homi-
cide and total crime concentrate in more urban, younger, and more-minority
counties, an environmental-justice dimension of the externality.

Our contributions relative to the existing literature are threefold. First,
on identification, we exploit the spatial variation of wildfire ignition com-
bined with daily wind-direction shifts to construct an instrument for lo-
cal PM2.5 whose pollution source location varies over time. Unlike prior
wind-direction instruments that compare locations relative to a fixed emis-
sion source—whether interstate highways (Herrnstadt et al., 2021) or burned

3



agricultural districts (Ayesh, 2023)—our instrument is not tied to any single
location, providing broader and more plausibly exogenous variation across
space and time; relative to plume-presence instruments (Burkhardt et al.,
2020), it models the physical transport of smoke rather than recording over-
head coverage. Kim and Gillingham (2025), studying the effect of wildfire
PM2.5 on solar energy generation in California, demonstrate the validity of
the underlying varying-source logic; we extend and refine it for the crime
setting. Second, our panel of 10,382 county-month observations covers all 58
California counties over fifteen years, offering broader geographic and tem-
poral coverage than most existing studies. Third, we use the cross-offense
pattern of effects and a county-level heterogeneity analysis to shed light on
mechanism and distributional incidence. The violent-crime effect is homoge-
neous across county characteristics—consistent with an acute physiological
channel rather than a socioeconomic one—while the most severe harms fall
disproportionately on disadvantaged urban communities.

The remainder of the paper proceeds as follows. Section 2 reviews the
related literature and the mechanisms linking pollution to crime; Section 3
describes the data; Section 4 sets out the empirical strategy, the instrument,
and identification; Section 5 reports results; Section 6 discusses heterogeneity,
robustness, and mechanisms; and Section 7 concludes.

2. Literature Review

2.1. The social costs of air pollution and its behavioral margin
A large body of economic research establishes that air pollution imposes

substantial and multi-dimensional costs. Short- and long-term PM2.5 ex-
posure raises mortality and medical spending (Deryugina et al., 2019; Park
et al., 2024; Gong et al., 2023), reduces labor productivity and earnings
(Borgschulte et al., 2024), and impairs cognition and decision-making (Bishop
et al., 2023; Sun et al., 2024). These findings indicate that the social costs of
air pollution extend well beyond the health outcomes captured by standard
cost-of-illness analyses. One margin that has attracted growing but still lim-
ited attention is pollution’s effect on criminal behavior. Crime itself imposes
enormous social costs, so if air pollution is a contributing driver of crime, this
constitutes an important and previously unvalued externality. Whether such
an effect exists, which offenses it operates on, and through what channel it
works are the questions this literature has begun to address.
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2.2. Mechanisms and evidence linking pollution to crime
Three channels have been proposed, each carrying a distinct prediction

about which offenses should respond. The first is a physiological-aggression
channel, under which short-run exposure to fine particulates induces systemic
inflammation and oxidative stress (Donaldson et al., 2001; Brook et al., 2004),
depletes serotonin in ways associated with heightened aggression (González-
Guevara et al., 2014), and triggers neuroinflammation linked to behavioral
dysregulation (Levesque et al., 2011)—predicting effects concentrated in im-
pulsive, interpersonal violent crime rather than property crime. The second
is a discounting channel rooted in the rational-choice model of crime (Becker,
1968), under which pollution elevates cortisol and stress hormones, raising
individuals’ discount rates and lowering the perceived cost of future punish-
ment (Bondy et al., 2020; Batkeyev and DeRemer, 2023)—predicting effects
on both violent and economically motivated offenses. The third is a labor-
market channel, in which pollution reduces earnings and labor supply and
may thereby raise economically motivated offending (Ayesh, 2023). Because
the three channels imply different crime-type signatures, the pattern of ef-
fects across offenses is itself informative about mechanism—a fact we exploit
(alongside a heterogeneity analysis) in interpreting our results, though we
stop short of a structural mechanism test.

Though young, the empirical literature has converged on several find-
ings. A positive short-run effect of particulate matter on violent crime—
particularly assault—is documented across diverse settings, including U.S.
counties at the daily (Burkhardt et al., 2019) and monthly (Burkhardt et al.,
2020) level, Chicago’s microgeography (Herrnstadt et al., 2021), London
(Bondy et al., 2020), Germany (Karamik and von Graevenitz, 2022), Pun-
jab (Ayesh, 2023), and Almaty (Batkeyev and DeRemer, 2023). Consistent
with the aggression channel, effects concentrate in spontaneous, impulsive of-
fenses rather than premeditated ones. Findings on property crime, however,
are mixed. Most U.S. studies find no effect, whereas Bondy et al. (2020)
and Batkeyev and DeRemer (2023) report effects on economically motivated
offenses, the latter reading them as evidence for the discounting channel.
Documented heterogeneity includes larger effects among older populations
(Burkhardt et al., 2020), in low-income areas (Bondy et al., 2020), and at
abnormally high pollution levels (Batkeyev and DeRemer, 2023). Two limita-
tions recur. Substantively, much of the evidence rests on a small set of cities
or short panels, and both the property-crime result and the operative mech-
anism remain unresolved. Methodologically, pollution is endogenous to local
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economic activity and weather, and most studies measure it with monitor-
station data subject to interpolation and selection concerns. Credible iden-
tification therefore hinges on isolating exogenous variation in pollution—the
problem to which we now turn.

2.3. Wildfire smoke and wind as exogenous pollution variation
A growing attribution literature shows that wildfire activity is increas-

ingly driven by anthropogenic climate change. The share of global burned
area attributable to warming rose from roughly 20% in the 1970s to about
40% in the 2010s, exceeding 50% in parts of the western United States (Bur-
ton et al., 2024), and climate-attributable fire-PM2.5 mortality has risen
roughly eighteen-fold over six decades (Park et al., 2024). Wildfire smoke is
therefore a large, growing, and policy-relevant pollution shock whose timing
and intensity are plausibly exogenous to local crime conditions. Borgschulte
et al. (2024) were among the first to exploit this property at scale, instru-
menting PM2.5 with satellite-detected smoke plumes and showing that smoke
exposure imposes large labor-market costs—establishing wildfire smoke as a
valid source of identifying variation in air pollution.

The broader strategy of using wind to recover exogenous pollution vari-
ation is by now well established. Deryugina et al. (2019) instrument county
PM2.5 with wind direction in ten-degree bins, arguing that wind direction
is quasi-random conditional on location and date—the benchmark wind-
direction-as-instrument design. Related work transports pollution from a
known source along the prevailing wind—upwind agricultural fires on the day
of burning (Rangel and Vogl, 2019), Indonesian fire intensity interacted with
wind transport to Singapore (Sheldon and Sankaran, 2017), and county orien-
tation relative to power plants over the long run (Tanaka, 2024). Across these
designs, wind supplies the exogenous variation while the pollution source is
treated as fixed and known.

2.4. Instruments for the pollution–crime relationship and our contribution
Applied to crime, existing wind- and smoke-based instruments fall into

two families, each with a limitation our design is meant to overcome. The first
family ties wind direction to a fixed pollution source. Herrnstadt et al. (2021)
compare crime on the up- versus downwind side of interstate highways—
treated explicitly as “fixed sources of pollution”—on days when the wind
blows across them; the design is clean and credible, but the source is a fixed
line, and identification requires geocoded incident-level crime in a single city
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transected by highways of several orientations, confining it to one city and a
narrow spatial band. Ayesh (2023) uses wind from a fixed set of rice-growing
districts as a proxy for agricultural burning; with no observed burn location
or date—only annual crime data—wind from a static district set is a coarse in-
strument, an acknowledged compromise forced by data limits. Batkeyev and
DeRemer (2023) exploit cleaner mountain winds and frequent temperature
inversions in Almaty, but the identifying geography is fixed and idiosyncratic
to a single city. In each case the instrument is anchored to one fixed source,
so the exogenous variation has limited spatial reach and the source’s location
may itself correlate with local conditions, leaving residual selection. The sec-
ond family uses smoke-plume presence. Burkhardt et al. (2020) instrument
PM2.5 with whether a county is covered by an HMS smoke plume, correcting
the mismatch between satellite-detected plumes and surface PM2.5 with an
ex-post neighbor-county adjustment; but plume presence overhead is not the
same as surface exposure—smoke may sit aloft, and transported smoke may
reach counties under no plume—and the adjustment relieves this mismatch
statistically rather than modeling the physical transport that produces it.

Our identification strategy extends Kim and Gillingham (2025), the first
study to use wildfire smoke as a quasi-experimental source of variation in
how wind shapes air quality. As they observe, “[t]he spatial extent of wildfire
smoke is strongly influenced by daily weather conditions, in particular wind
direction and wind speed,” properties that “make wildfire smoke especially
useful for empirical analyses by providing a source of quasi-experimental vari-
ation in air quality driven by wind conditions.” Their instrument summarizes
whether a location is downwind of a plume by the cosine of the difference be-
tween the plume-to-location bearing and the local wind direction—positive
when downwind—and uses it in a two-stage design to identify the effect of
smoke on solar generation, recovering IV estimates larger than OLS, consis-
tent with attenuation from measurement error in monitor pollution. Cru-
cially, because the smoke source is the shifting set of active fires, its location
varies from day to day; the instrument is not tied to any fixed emission
source. We adopt this varying-source logic and refine it for the crime set-
ting. Rather than a centroid-bearing cosine rule—which we retain as a ro-
bustness variant—our baseline transports each Medium- or Heavy-density
plume along the speed-weighted mean wind over its own footprint and clas-
sifies a county as downwind if its polygon intersects the resulting transport
corridor, aggregating to a county-month count of downwind days. This con-
struction addresses both families’ limitations at once. The source is not fixed,
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which resolves the selection concern in the highway, agricultural-district, and
mountain designs; and exposure is built from the physical advection of op-
tically thick smoke, which addresses the plume-versus-surface mismatch in
Burkhardt et al. (2020) at its root rather than after the fact. The instrument
is strong in the first stage—each additional downwind day raises monthly
mean PM2.5 by about 0.26 µg/m3 (Wald F ≈ 45)—and a specification using
the Childs et al. (2022) wildfire-attributable surface PM2.5 confirms that it
captures genuine surface exposure. To our knowledge, this is the first ap-
plication of a varying-source, transport-based smoke instrument to criminal
behavior.

3. Data

We merge data on crime, air pollution, wildfire smoke, and weather to
construct a county-month panel covering all 58 California counties from 2006
to 2020. The sample begins in 2006, the first full calendar year of HMS
smoke-plume coverage (the product begins in August 2005), and ends in 2020,
matching the coverage of the Childs et al. (2022) wildfire-smoke PM2.5 prod-
uct used to validate the instrument. The balanced panel comprises 10,440
county-month cells (58 counties × 180 months); the estimation sample is
10,382 after dropping county-months with missing pollution or weather co-
variates.

3.1. Crime data
Crime data come from the California Department of Justice (DOJ) Crimi-

nal Justice Statistics Center, which collects monthly reports submitted by law
enforcement agencies (LEAs) throughout the state. The data record monthly
agency-level counts of all Uniform Crime Reporting (UCR) offense categories
for California from 1985 onward. We aggregate these agency-level counts1

to the county-month level and focus on two broad aggregates. Violent crime
is the sum of its four constituent UCR Part I offenses—homicide, forcible
rape,2 robbery, and aggravated assault—and property crime is the sum of

1UCR guidelines permit agencies to apply retroactive corrections to prior months’
counts, which can generate negative values in the raw monthly data; we bottom-code
these at zero, following standard practice.

2The FBI broadened its definition of rape in 2013, which California implemented in
January 2014, producing a structural break in forcible-rape counts. We therefore report
rape results separately and interpret them with caution.
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its three—burglary, larceny-theft,3 and motor vehicle theft. In each case the
aggregate is, by construction, exactly the total of the offenses listed; arson,
the fourth nominal UCR Part I property offense, is tabulated by the DOJ as
a separate series and is excluded from the property-crime total throughout.
We also examine each constituent offense on its own to assess which types
drive the aggregate patterns.

We compute crime rates per 100,000 residents using annual county pop-
ulation estimates from the California Department of Finance (E-4 series),
interpolated to the monthly frequency. Sample distributions for all crime
variables are reported in Section 3.6.

3.2. Air pollution data
Our primary pollution measure is county-month average PM2.5 concen-

tration derived from the EPA Air Quality System (AQS) monitoring net-
work. The EPA maintains a network of Federal Reference Method (FRM)
and Federal Equivalent Method (FEM) monitors (parameter code 88101)
and non-reference continuous monitors (parameter code 88502) across the
United States. A single physical site can run more than one sampler for the
same parameter—for collocation, quality assurance, or precision auditing—
and AQS distinguishes these collocated instruments by a Parameter Occur-
rence Code (POC). We therefore build each site-day value in two steps. First,
within each parameter code, we average across all of that site’s parallel sam-
plers (POCs) so that 88101 and 88502 are each reduced to one reading.
Then, when a site-day still carries both parameter codes, we retain the 88101
(FRM/FEM) reading and discard the 88502 value. The POC averaging is
thus within a parameter code (multiple 88101 samplers among themselves,
or multiple 88502 samplers among themselves), and the 88101-over-88502
preference is applied only afterward, at the site-day level.

Because the EPA monitoring network is spatially sparse and unevenly
distributed across California—concentrated along the coast and in the Cen-
tral Valley, with thin coverage in the eastern mountain and desert coun-
ties, a sparseness that itself motivates gridded and modeled PM2.5 products
(Childs et al., 2022; Deryugina et al., 2019)—we use inverse-distance weight-
ing (IDW) to interpolate station-day PM2.5 to county centroids. For each

3A 2011 California law (AB 109 / Proposition-era reforms) raised the felony-theft
threshold from $400 to $950; the DOJ has retrospectively adjusted larceny-theft totals
for 2002–2010 to preserve longitudinal consistency.
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county-day, we identify all monitors within 100 km of the county centroid
(falling back to the three nearest monitors when fewer than three fall within
that radius), weight each monitor by the inverse square of the Haversine dis-
tance, and aggregate the interpolated daily values to a monthly mean. The
resulting variable, PM cym, is available for the full estimation sample; its dis-
tribution, and its position relative to the NAAQS thresholds, are discussed
in Section 3.6.

As a robustness check, and for the IV second stage that targets wildfire-
attributable PM2.5 specifically, we also use the smoke-PM2.5 prediction
product of Childs et al. (2022), downloaded from the Stanford ECHO Lab.
This dataset uses a machine-learning (gradient-boosted tree) model to esti-
mate the wildfire-attributable PM2.5 increment—the smoke contribution to
ambient PM2.5 over the non-smoke background—at a 10 × 10 km grid reso-
lution, and provides county-day aggregates for the contiguous United States
over 2006–2020. Because the product is defined only on days NOAA’s HMS
identifies as smoke-affected, non-smoke days take a value of zero, and we treat
these as true zeros rather than missing observations when forming monthly
averages.

By construction this smoke-only measure fluctuates far more than the
monitor series it is meant to isolate. The monitor mean PM cym blends a per-
sistent, always-positive background (traffic, industry, secondary aerosol, road
and desert dust) with the episodic smoke signal, so it varies only modestly
around a high floor; the Childs increment removes that background, leaving
a variable that is zero in most county-months and spikes sharply during fire
episodes. The two series therefore have a similar absolute standard deviation
but very different relative dispersion—the smoke increment is roughly zero
a quarter of the time and is several times more dispersed relative to its own
mean, with a much heavier right tail (Section 3.6 quantifies the contrast).
Two consequences follow for the analysis. First, the large mass at zero and
the right skew reinforce the count and log/IHS specifications adopted below
over an untransformed levels model. Second, because the smoke increment
is a purer, more acute dose of exactly the pollution our instrument shifts—
undiluted by background PM—one µg/m3 of smoke PM2.5 should map to
a larger crime response than one µg/m3 of total monitor PM2.5; we accord-
ingly expect the wildfire-attributable IV coefficient (Section 6.3) to exceed
the monitor-PM2.5 estimate.
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3.3. Wildfire smoke instrument
Our instrument for local PM2.5 is a county-month measure of downwind

smoke exposure derived from NOAA’s Hazard Mapping System (HMS) Fire
and Smoke Product combined with gridded daily wind fields. HMS produces
daily smoke-plume polygons for North America by having trained analysts
review multiple automated smoke-detection algorithms applied to satellite
imagery; the polygons are available from August 5, 2005, onward. We use
data from 2006 to 2020 and restrict attention to Medium- and Heavy-density
plumes.

This density screen is not incidental—it is our first line of defense against
the central measurement problem in any plume-based design, the gap be-
tween a plume detected overhead and smoke that actually reaches the sur-
face. HMS analysts assign each polygon to one of three optical classes (Light,
Medium, Heavy) using the column-integrated aerosol optical depth retrieved
from GOES satellites, classes that historically carried approximate surface-
PM2.5 equivalents of roughly 5, 16, and 27 µg/m3 (Liu et al., 2024). Light
plumes are optically thin and frequently correspond to smoke transported
aloft that never mixes down to breathing height; Liu et al. (2024) document
that including Light plumes badly overstates surface-smoke days and trends,
whereas optically thicker plumes align far more reliably with elevated sur-
face PM2.5. Keeping only Medium and Heavy plumes therefore discards the
polygons most likely to be “smoke aloft” at the source—before any transport
or aggregation—and so attacks the plume-versus-surface mismatch at its ori-
gin. This is a different remedy from the one in Burkhardt et al. (2020), who
instrument with any HMS plume overhead, regardless of density, and then re-
pair the resulting mismatch ex post with a neighbor-county adjustment that
statistically reweights a county’s exposure using its neighbors. Their cor-
rection operates after the fact and inside the regression; our density screen
operates beforehand and inside the exposure measure itself. The two are
complementary, but ours removes the contaminating thin-plume variation
rather than averaging over it.

Our construction operationalizes a simple atmospheric fact—optically
thick smoke is advected downwind by the prevailing surface wind, so a county
is plausibly exposed when it lies in the path along which the wind would
carry a nearby plume (Abatzoglou, 2013; Childs et al., 2022, whose smoke-
PM2.5 model is itself built on HYSPLIT wind trajectories). We adopt the
varying-source logic of Kim and Gillingham (2025)—the first study to treat
wildfire smoke as quasi-experimental variation in how wind shapes local air
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quality—but replace their plume-centroid bearing rule with a polygon-to-
polygon transport model that respects both each plume’s footprint and each
county’s shape. In outline, for every Medium/Heavy plume we summarize the
wind over the plume, project a transport corridor downwind, and mark each
county that corridor reaches; summing these plume-days within a county-
month yields the instrument Zcym. The next paragraphs make each step
precise.

For each plume-day, we read the GridMET daily surface wind field (≈4 km,
0.04° resolution; Abatzoglou, 2013) over the plume footprint. GridMET
reports wind as a “from-direction,” which we convert to a transport “to-
direction” by adding 180°. We then take the speed-weighted circular mean
of the to-direction and the mean wind speed across the GridMET grid cells
whose centroids fall inside the plume polygon; these means are computed over
the cells the plume covers but are not area- (coverage-fraction-) weighted. Us-
ing the plume’s interior anchor point—the representative surface point guar-
anteed to lie inside the polygon—as the origin, we project a wedge-shaped
transport corridor centered on this mean to-direction, with a half-angle of 30°
and a radius of 1,000 km. A county is classified as downwind of the plume
if its census polygon intersects this wedge (Figure 1). For each downwind
county we also record the share of its area covered by the intersection, an
overlap measure we return to below. We aggregate across all plumes on a
day into a binary county-day downwind indicator equal to one if the county
is downwind of at least one plume, and finally collapse to the county-month
level by summing these daily indicators:

Zcym =
∑

t∈(y,m)

1(∃ p ∈ Pt : Cc ∩Wpt ̸= ∅) (1)

where c indexes counties, y the calendar year, and m the month; the outer
sum runs over the days t that fall in year-month (y,m); Pt is the set of
Medium/Heavy plumes on day t; Cc is the county-c polygon; and Wpt is the
transport wedge for plume p on day t. The indicator equals one whenever
at least one plume’s wedge intersects county c on day t, so Zcym is the count
of downwind days in county-month (c, y,m). Its distribution—including its
sizeable mass at zero—is reported in Section 3.6.

This construction differs from the instruments used in related work in two
respects. First, rather than referencing wind direction to a fixed pollution
source—industrial point sources (Herrnstadt et al., 2021), burned agricultural
districts (Ayesh, 2023), or a regional smoke-and-inversion indicator tied to a
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single city (Batkeyev and DeRemer, 2023)—we anchor transport to the ob-
served wind field over each plume’s own footprint and let the source location
vary from day to day as fires ignite and extinguish. Second, the polygon-
intersection rule forges a direct geometric link between each plume’s shape
and the counties it can actually reach under the prevailing wind, reducing
measurement error relative to coarse wind-direction rules defined at a broad
spatial scale—whether a single regional wind direction applied to an entire
study area (Bondy et al., 2020) or a county point-in-sector rule that collapses
each county to its centroid (Tanaka, 2024). It also lays the groundwork for
area-overlap–based intensity weights. The engine already records each down-
wind county’s wedge-overlap share, so although the present draft uses only
the binary downwind-day count Zcym, in future work we intend to combine
these overlap shares with the recorded wind-speed and distance-decay terms
to construct continuous, dose-weighted versions of the instrument.

As a robustness check we build an alternative point-based (“centroid”) in-
strument, Zcent

cym , whose logic is fundamentally different from the polygon rule.
It retains the same plume interior anchor and the same speed-weighted mean
wind to-direction, but it discards the corridor-versus-polygon geometry—
each county is collapsed to a single representative point, and the county
counts as downwind on a plume-day when the great-circle bearing from the
plume anchor to that point lies within ±30° of the mean wind to-direction.
Where the baseline asks whether a county’s area overlaps a finite transport
corridor—so that the county’s size, shape, and orientation all matter—the
point rule asks only whether one representative bearing falls inside an (essen-
tially unbounded) angular sector, ignoring county extent and the corridor’s
radius. This is closest in spirit to the centroid-bearing rule of Kim and
Gillingham (2025). The point rule classifies fewer county-days as downwind
and is correspondingly weaker in the first stage (Table A.7), but the second-
stage estimates are qualitatively similar throughout.

3.4. Weather data
Monthly weather controls come from two sources. Precipitation (ppt)

and maximum and minimum temperature (tmax, tmin) are derived from
the PRISM Climate Group’s 4 km gridded daily products, which interpolate
station-based observations using physiographically informed regression. We
aggregate daily values to county-month means (for temperature) and sums
(for precipitation) by area-weighted extraction of the gridded data to county
polygons. Daily wind speed and direction at the GridMET 0.04° resolution
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(Abatzoglou, 2013), used in constructing the smoke instrument, are described
above. These weather variables enter all specifications as controls to absorb
meteorological confounders that may correlate with both smoke transport
and crime; their sample distributions are reported in Section 3.6.

3.5. Social features
The heterogeneity analysis (Section 6.1) asks whether the PM2.5–crime

relationship varies with fixed county characteristics. Because county fixed
effects absorb every time-invariant county attribute, the level of a character-
istic is not separately identified; heterogeneity is identified only through the
interaction of a characteristic with the PM2.5 slope. We therefore summarize
each county by its period (2006–2020) average of a characteristic and treat
that fixed value as a classifier.

We assemble three blocks of county characteristics. Demographics come
from the California Department of Finance (DOF) Demographic Research
Unit intercensal population estimates (July 1 vintage), which report county
population by single year of age, sex, and a seven-category race/ethnicity
coding. From these we construct the elderly share (age 65+), the young-
adult share (age 18–34, the most crime-prone band), and the Hispanic, non-
Hispanic Black, and non-Hispanic White population shares. Economic char-
acteristics come from the DOF long-run county economic series, namely real
per-capita personal income (2024 dollars) and the unemployment rate. Ur-
banicity is proxied by county population, taken from the DOF E-4 estimates
already used to build crime rates.

For each of these eight characteristics we take the county’s 2006–2020
average, split counties High versus Low at the across-county median, and
also retain a standardized (z-scored) continuous version. In Section 6.1 the
High/Low indicator (or the z-score) is interacted with PM2.5—and the in-
strument with the matching interaction—so that the coefficient on PM2.5 × High
is a formal test of whether the pollution effect differs across county types.
The cross-county distributions of these classifiers are reported alongside the
other variables in Section 3.6.

3.6. Summary statistics
Table 1 reports descriptive statistics for all variables used in the analysis,

computed on the estimation sample of 10,382 county-months (58 California
counties, 2006–2020). Rather than recite the moments, we read off the dis-
tributional features that shape our modeling choices—the heavy right-skew
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and zero-inflation of the crime outcomes, the strictly-positive but skewed
pollution and instrument variables, and the near-symmetry of temperature.

The crime outcomes are textbook right-skewed counts. Skewness ex-
ceeds 4 for most categories, and the rarer offenses are heavily zero-inflated—
homicide is zero in 53% of county-months (and in 83% of rural ones; Sec-
tion 6.1). An untransformed levels regression would let a handful of large
county-months dominate and could not gracefully accommodate the zeros.
This is why the baseline outcome is log(1 + Y ), with the inverse-hyperbolic-
sine and a Poisson quasi-maximum-likelihood (PQML) count model as alternatives—
the latter being the natural estimator for a non-negative outcome with a mass
at zero. Monitor PM2.5, by contrast, is strictly positive and only moderately
skewed, so it enters in levels (µg/m3); the instrument Zcym is a bounded count
of downwind days (0–31, ≈30% zeros) and likewise enters in levels. Precipi-
tation is strongly right-skewed with a seasonal mass at zero, whereas the two
temperature controls are essentially symmetric (skew ≈ 0), so the controls
need no transformation beyond their natural units.

Table 1 also contrasts the baseline endogenous variable—monitor PM2.5—
with the robustness measure, Childs et al.’s wildfire-attributable PM2.5 (WAPMcym).
The two have nearly identical absolute dispersion (SD ≈ 5.8–6.0) but very
different character. Monitor PM2.5 is never zero and varies modestly around
a high floor (CV 0.59), whereas WAPMcym is exactly zero in 28.6% of county-
months and is roughly five times more dispersed relative to its mean (CV
3.08), with far heavier skew (8.1 vs 3.6). As argued in Section 3.2, this is
because monitor PM2.5 bundles a persistent non-smoke background with the
smoke signal, while WAPMcym is the smoke increment alone. Two predic-
tions for the regressions follow, both borne out in Section 6.3. First, because
WAPMcym isolates a purer, more acute dose of exactly the variation the in-
strument shifts, a given 1 µg/m3 of smoke PM2.5 should carry a larger crime
response than 1 µg/m3 of total monitor PM2.5—so the wildfire-attributable
IV coefficient should exceed the monitor-PM2.5 estimate. Second, because
the same downwind instrument drives both endogenous variables and the
two are strongly correlated (ρ = 0.59), the first stage and the qualitative
cross-offense pattern should be preserved when we swap measures, even as
the point estimates scale up.
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4. Empirical Strategy

4.1. Outcomes, exposure, and instrument
Let Ycym denote reported crime (counts, or rates per 100,000 residents) in

county c, year y, and month m. We focus on two broad outcome categories—
violent crime and property crime—and then examine subcategories (homi-
cide, robbery, aggravated assault for violent; burglary, larceny-theft, motor
vehicle theft for property) to assess which types of offenses drive any aggre-
gate relationship.

Our primary pollution measure is AQS monitor PM2.5, PM cym, con-
structed by IDW interpolation from EPA monitoring stations as described
above. Because monitor PM2.5 reflects both wildfire smoke and persistent
non-smoke anthropogenic sources, it provides a broader measure of ambient
air quality than wildfire-attributable PM2.5 alone and is more directly com-
parable to the measures used in prior studies (Burkhardt et al., 2019, 2020).
We use downwind smoke exposure, Zcym, as the instrument for PM cym to
isolate the exogenous, transport-driven component of PM2.5 variation. As a
robustness check, we re-estimate the second stage using wildfire-attributable
PM2.5, WAPMcym, as the endogenous variable in place of monitor PM2.5
(Section 6.3).

4.2. The reduced-form specification
We begin with a reduced-form relationship between smoke transport ex-

posure and crime:

E[Ycym | X] = exp
(
βRF · Zcym + γ′Wcym + αc + δym

)
(2)

where Zcym is downwind smoke exposure—the number of downwind days in
the month—Wcym includes monthly climate controls (precipitation and max-
imum and minimum temperature), αc are county fixed effects, and δym are
year-by-month fixed effects. Because Ycym is a non-negative count outcome
with a heavy right tail, Poisson quasi-maximum likelihood (PQML) with
county-clustered standard errors provides a natural reduced-form estimator
(Burkhardt et al., 2020), consistent under general forms of heteroskedasticity
whenever the conditional mean is correctly specified and able to accommo-
date county-months with zero reported offenses. For comparability with the
2SLS estimates and with prior work, we take log(1 + Ycym) as our base-
line transformation and report the inverse-hyperbolic-sine (IHS) and levels
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transformations as alternative specifications. The coefficient βRF is a semi-
elasticity, so that one additional downwind day changes expected crime by
approximately 100 βRF percent for small values.

4.3. Instrumental-variables strategy
Our central goal is to estimate the causal effect of PM2.5 on crime. Al-

though the downwind instrument is plausibly more exogenous than routine
anthropogenic PM2.5, realized exposure and crime outcomes may still be
jointly affected by behavioral responses to smoke episodes—households cut
back outdoor activity and recreation (Gellman et al., 2025) and reduce time
outdoors and labor supply (Borgschulte et al., 2024)—and by measurement
error in the IDW-interpolated PM2.5 (Herrnstadt et al., 2021). We therefore
use downwind exposure as an instrument for monitor PM2.5.

The exclusion assumption underlying this strategy is that, conditional
on county and year-by-month fixed effects and weather controls, the number
of downwind smoke days in a county-month is unrelated to crime except
through its effect on local PM2.5. Smoke plumes are generated by fires
that may burn hundreds of kilometers away and are then transported over
long distances by the prevailing winds (Childs et al., 2022); they raise surface
PM2.5 in the counties they reach but do not plausibly influence crime through
any other channel. This restriction cannot be tested directly, so we defend
it in Section 4.4 by addressing the main alternative pathways—meteorology,
local disaster effects, and activity responses.

The first stage relates AQS monitor PM2.5 to downwind exposure:

PM cym = π Zcym + γ′Wcym + αc + δym + ucym (3)

The coefficient π measures how strongly transport-driven smoke shifts lo-
cal pollution. Identification rests on within-year-month, cross-county differ-
ences in smoke-transport geometry—the year-by-month effects δym absorb
statewide seasonality and any common monthly shock, and the county ef-
fects αc absorb fixed locational differences, so what remains is the day-to-day
variation in which plumes happen to lie upwind of which counties. This is
the same source of leverage that Deryugina et al. (2019) obtain by treat-
ing wind direction as quasi-random conditional on location and date, and
that Borgschulte et al. (2024) obtain from satellite smoke plumes. We gauge
instrument strength with the cluster-robust first-stage Wald F statistic.
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The second stage estimates the causal effect of PM2.5 on crime:

Ycym = β P̂M cym + γ′Wcym + αc + δym + εcym (4)

Fitted by two-stage least squares, β recovers the effect of PM2.5 on crime
for the county-months whose pollution is moved by smoke transport—a lo-
cal average treatment effect under the standard monotonicity and exclusion
conditions. Two features of this estimand bear emphasis. First, because the
instrument isolates an acute, wildfire-driven increment of PM2.5 rather than
ambient pollution in general, β is most comparable to other smoke-based es-
timates (Borgschulte et al., 2024; Ayesh, 2023) and need not equal the effect
of a marginal unit of routine anthropogenic PM2.5. Second, because monitor
PM2.5 is recorded with interpolation error, the 2SLS estimate is expected
to exceed its OLS counterpart—the attenuation-correcting pattern that Kim
and Gillingham (2025) and Herrnstadt et al. (2021) report in closely related
designs. Standard errors are clustered at the county level throughout, allow-
ing for arbitrary within-county serial correlation.

4.4. Identification discussion
The exclusion restriction would fail only if downwind smoke exposure

reached crime through some channel other than PM2.5, and three such chan-
nels deserve scrutiny. The most obvious is meteorology, since the temperature
and precipitation that govern how fires spread also bear on crime directly.
We hold it constant by including year-by-month fixed effects, which sweep
out statewide seasonality and any common monthly shock, and by controlling
for county-month precipitation and maximum and minimum temperature, so
that the variation we exploit is cross-county differences in transport-driven
exposure within a given month, net of weather.

A second concern is that wildfire episodes bring local disruptions—evacuation
orders, road closures, power outages—that might move crime or its report-
ing independently of air quality. The design guards against this because the
instrument is built from smoke transported to a county rather than from fire
burning in it—a county counts as exposed when the wind carries a distant
plume over it, whether or not it contains any active fire. That construction
severs smoke-transport exposure from local fire incidence and the disruptions
that accompany it.

The third channel is behavioral. Smoke can reshape routine activity—
keeping people indoors and altering the opportunities for offending—in ways
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that surface in recorded crime alongside any physiological effect of the pollu-
tion itself. We read this less as contamination than as a distinction between
two estimands. The reduced form measures the total effect of downwind
smoke on recorded crime, bundling the PM2.5 pathway with any activity re-
sponse, whereas the IV estimate rescales the transport-driven variation into
pollution units and so maps more cleanly onto PM2.5. The activity channel
nonetheless remains the natural lens for interpreting any negative effect on
property crime, where reduced time outdoors could lower the opportunity
for offending.

5. Results

The instrument is strong, which lets us read the reduced form and the
two-stage least squares (2SLS) estimates together. In the first stage, each
additional downwind day raises monthly mean PM2.5 by 0.264 µg/m3, with
a cluster-robust Wald F of 44.8—far above conventional weak-instrument
thresholds (Table A.7)—so the per-downwind-day reduced form and the per-
µg/m3 second stage differ only by this scaling. Rather than separate the
exposition by estimator, we organize it around the offenses. Section 5.1 re-
ports the two broad aggregates, violent and property crime, from the detailed
specification in Table 2, and Section 5.2 traces the pattern through the seven
constituent offenses in Table 3. All specifications carry county and year-by-
month fixed effects and monthly climate controls (precipitation, maximum
and minimum temperature), with standard errors clustered by county on the
2006–2020 panel (N = 10,382). We read each estimate for both its statis-
tical significance and its economic magnitude, and set it against the prior
literature.

5.1. Primary results: violent and property crime
Table 2 reports the two aggregates across the three outcome transforma-

tions, with the reduced form in Panel A and the 2SLS estimates in Panel B;
the reduced-form coefficient on downwind days and the 2SLS coefficient on
instrumented PM2.5 carry the same sign and significance, scaled by the first
stage.

Violent crime rises with PM2.5, and the effect is economically meaningful..
Each additional downwind day raises violent crime by about 0.35% (Panel
A, log(1+Y ) coefficient 0.0035, p < 0.05), which the first stage converts into
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a 2SLS effect of roughly 1.3% per µg/m3 of monthly PM2.5 (Panel B, 0.0131,
p < 0.05). The inverse-hyperbolic-sine estimate (0.0149) is nearly identical,
so the result is not an artifact of the transformation. The magnitude is non-
trivial. Against a sample mean of 246 monthly violent offenses and a PM2.5
standard deviation of about 6 µg/m3, a one-standard-deviation smoke-driven
pollution episode implies roughly an 8% increase in violent crime. The levels
specification has the same positive sign (6.2 additional offenses per µg/m3)
but is imprecise, as expected for a heavy-tailed count dominated by a few
large counties—the reason we prefer the log specification. The direction
matches, but the size exceeds, the U.S. literature. Burkhardt et al. (2020)
report about 0.53% more violent crime per µg/m3 of total monthly PM2.5,
so our estimate is roughly two to two-and-a-half times larger. This gap is
the expected signature of an instrument that isolates the wildfire-smoke com-
ponent of PM2.5—an acute, high-intensity exposure—rather than ambient
pollution in general; Ayesh (2023) obtains smoke-driven estimates several
times larger than U.S. ambient-PM studies for the same reason.

Property crime shows no response.. The reduced-form and 2SLS estimates
for total property crime are small, negative, and statistically indistinguish-
able from zero across all three transformations (Panel B, log(1+Y ) −0.0038,
n.s.; IHS and levels likewise null). The precision of the null is itself informative—
it rules out economically large effects in either direction—and reproduces
the property-crime null that runs through the U.S. evidence (Burkhardt
et al., 2019, 2020; Herrnstadt et al., 2021), in contrast to the economically-
motivated effects reported for London (Bondy et al., 2020) and Almaty
(Batkeyev and DeRemer, 2023). The contrast between a clear violent-crime
effect and a property-crime null is the first piece of evidence on mechanism,
which the subcategories sharpen.

5.2. Subcategory results
Table 3 disaggregates the two aggregates into their seven constituent UCR

Part I offenses (log(1 + Y ) outcome), in the same two-panel layout.

Within violent crime, the effect concentrates in the most impulsive, interper-
sonal offenses.. Homicide responds most strongly—about 2.0% per µg/m3

(0.0195, p < 0.01)—followed by aggravated assault at about 1.3% (0.0127,
marginally significant at the 10% level); robbery and forcible rape show no de-
tectable effect. This ordering is the signature predicted by the physiological-
aggression channel—the offenses that move are precisely those most plausibly
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linked to acute, impulsive confrontation, while the more acquisitive violent
offense (robbery) does not respond. It matches the assault-concentrated pat-
tern in Burkhardt et al. (2019, 2020) and Herrnstadt et al. (2021); the homi-
cide effect, imprecisely estimated in much of that literature, is sharper here,
consistent with our instrument capturing high-intensity smoke episodes.

Within property crime, motor-vehicle theft is the lone exception.. Burglary
and larceny-theft are precise nulls, but motor-vehicle theft rises by about
1.4% per µg/m3 (0.0144, p < 0.05)—an economically-motivated, opportunis-
tic offense whose response sits outside the pure-aggression account. We read
it as a secondary opportunity-or-discounting channel rather than aggression
(Bondy et al., 2020; Batkeyev and DeRemer, 2023), a reading the instrument-
geometry robustness in Section 6.3 sharpens. Forcible rape is null and, given
the 2013/14 definitional break, is interpreted with caution.

Taken together, the cross-offense pattern—violent crime driven by homi-
cide and aggravated assault, total property crime unchanged except for motor-
vehicle theft—points to an acute physiological-aggression channel for violent
crime, alongside a distinct, less dose-sensitive channel for vehicle theft. Sec-
tion 6 develops this reading through the heterogeneity and robustness results.

6. Discussion: Heterogeneity, Robustness, and Mechanisms

6.1. Heterogeneity
We follow the demographic-heterogeneity design of Burkhardt et al. (2020)

to ask whether the pollution–crime relationship is uniform across counties
or concentrated in particular subpopulations. Because county fixed effects
absorb every time-invariant county attribute, the level of a characteristic
cannot enter the regression—only its interaction with the pollution slope is
identified. We therefore summarize each of the 58 counties by its 2006–2020
average of a characteristic k, split the counties at the across-county median
into a “High” and a “Low” group, and add the interaction to the baseline
2SLS:

Ycym = β P̂M cym + θ ̂PM cym · Highk
c + γ′Wcym + αc + δym + εcym, (5)

where Highk
c = 1 if county c lies above the across-county median of character-

istic k (for example, population, as a proxy for urbanicity) and 0 otherwise,
and the two endogenous terms {PM cym, PM cym ·Highk

c} are instrumented by
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{Zcym, Zcym ·Highk
c}. In this High–Low difference model, β is the pollution ef-

fect in Low-group counties, β+θ is the effect in High-group counties, and the
interaction coefficient θ is the formal High–Low difference test, where θ ≈ 0
means the effect is homogeneous across that margin, whereas θ ̸= 0 means it
is concentrated in the High group (or, if θ < 0, the Low group). We estimate
one such regression per characteristic and report θ across eight demographic
and economic margins—the elderly share (65+), the young-adult share (18–
34), the Hispanic, Black, and White population shares, per-capita income,
the unemployment rate, and population (urbanicity)—chosen to map onto
the candidate mechanisms (physiological vulnerability, offender-pool compo-
sition, environmental-justice incidence, income, and the labor channel).

Table 4 collects the eight θ estimates for each outcome (the pooled base-
line effect is shown in brackets for reference); two patterns emerge. First, the
violent-crime and aggravated-assault effects are homogeneous—every High–
Low difference is statistically insignificant across age, race, income, and ur-
banicity. There is no income gradient (matching Burkhardt et al., 2020 and
failing to replicate the low-income concentration in Bondy et al., 2020), and
the only margin that even approaches significance, the unemployment split,
runs the wrong way for a labor-market channel (the effect is larger where
unemployment is low, with violent θ = −0.0074 and assault θ = −0.0090).
Read through Burkhardt et al. (2020), this uniformity is itself evidence for an
acute physiological mechanism rather than a socioeconomic one—a short-run
biological response to smoke should not track a county’s income or age struc-
ture. Second, homicide—and with it total crime—is sharply concentrated in
more urban, younger, and more-minority counties (population θ = +0.0291,
p < 0.01; young-adult +0.0179, p < 0.05; Black +0.0180, p < 0.01; White
−0.0231, p < 0.01; elderly −0.0169, p < 0.05). This points to an offender-
pool-composition channel overlaid on an environmental-justice pattern—the
most severe, lethal harm falls disproportionately on disadvantaged urban
communities. Two caveats temper the second pattern. The characteris-
tics are collinear, describing essentially a single urban-disadvantage gradient
(pairwise |ρ| up to 0.85), so the columns of Table 4 are best read as one com-
posite contrast rather than eight independent ones; and the urbanicity result
is partly mechanical, since 83% of rural county-months record zero homi-
cides versus 24% of urban ones. Property crime is null and homogeneous
throughout.
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6.2. Mechanism interpretation
We do not estimate a structural mechanism model; instead we read the

operative channel from the cross-offense pattern, the heterogeneity results,
and the instrument-geometry robustness check, drawing on the medical and
economic literature for the underlying mechanism. Three pieces of evidence
point to an acute physiological-aggression channel for violent crime. First,
the effect is concentrated in homicide and aggravated assault—impulsive,
interpersonal offenses—and absent for premeditated property crime, the sig-
nature predicted by the aggression channel and observed in Burkhardt et al.
(2019, 2020) and Herrnstadt et al. (2021). Second, the violent-crime effect is
homogeneous across county income, age, and race (Section 6.1), as expected
if it is driven by short-run physiology rather than socioeconomic circum-
stance. Third, widening the transport cone dilutes the violent-crime effect
(Section 6.3), implying it is concentrated among counties directly downwind
and exposed to high, on-axis smoke—the dose-dependence expected of an
acute physiological response and consistent with the distance decay in Her-
rnstadt et al. (2021).

The motor-vehicle-theft result sits outside pure aggression. It is an eco-
nomically motivated, opportunistic offense, and—unlike violent crime—it
survives the wider cone (Section 6.3), suggesting a less dose-sensitive chan-
nel such as opportunity or higher discounting (Bondy et al., 2020; Batkeyev
and DeRemer, 2023). The concentration of homicide in urban, younger,
more-minority counties similarly reflects offender-pool composition and the
unequal incidence of the externality rather than a uniform physiological re-
sponse. We interpret these readings as suggestive, since the estimates are
reduced-form with respect to mechanism and we cannot definitively separate
the physiological, discounting, and activity channels with the present data.

6.3. Robustness
Four checks probe the baseline, each altering exactly one feature of the

design while holding the controls, the county and year-by-month fixed effects,
the county-clustered standard errors, and the 2006–2020 sample fixed. Two
of them—a change of pollution measure and a change of outcome scale—
repeat the full cross-offense design and are reported in their own tables; the
remaining two, which vary the instrument geometry and the functional form,
are summarized in the text.

The first check swaps the endogenous variable. In place of total monitor
PM2.5 we instrument the Childs et al. (2022) wildfire-attributable increment
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with the same downwind instrument (Table 5). The entire pattern survives,
with coefficients that are uniformly larger—violent crime rises to about 1.6%
per µg/m3 (0.0158 against 0.0131 at baseline), homicide to 2.4%, and motor-
vehicle theft to 1.7%, on a first stage that remains strong (F = 42.4). That
one µg/m3 of smoke PM2.5 maps to a larger response than one µg/m3 of total
PM2.5 is exactly what we expect if the effect is driven by the acute smoke
component rather than by ambient pollution in general (cf. Borgschulte et al.,
2024), and it echoes the dispersion contrast documented in Section 3.6.

The second check changes the outcome from counts to rates per 100,000
residents (Table 6). The cross-offense signature is unchanged—violent crime,
homicide, aggravated assault, and motor-vehicle theft remain positive and
significant while the other property offenses stay null—so the result is not an
artifact of count modeling, and the per-capita magnitudes are the welfare-
relevant objects.

The third check varies the geometry of the instrument and is itself mechanism-
informative. Widening the transport wedge from a 30° to a 60° half-angle
keeps a strong first stage (F = 35.2) but dilutes the instrument by ad-
mitting off-axis, lower-exposure counties—only motor-vehicle theft survives
(0.0253), while violent crime, aggravated assault, and homicide lose sig-
nificance. The violent-crime effect is therefore concentrated among coun-
ties directly downwind—those exposed to high, on-axis smoke—the dose-
dependence expected of an acute physiological response, whereas motor-
vehicle theft holds across cone widths, consistent with a less dose-sensitive
opportunity-or-discounting channel (Section 6.2). The centroid-bearing in-
strument, weaker in the first stage (F = 23.0; Table A.7), yields qualitatively
similar second-stage estimates. Finally, the estimates are stable across the
levels, inverse-hyperbolic-sine, and log(1 + Y ) transformations reported in
every results table, and across the PQML reduced form.

7. Conclusion

This paper identifies the causal effect of fine particulate pollution on
crime across all 58 California counties from 2006 to 2020, using a novel
varying-source, transport-based downwind smoke instrument—each NOAA
HMS smoke plume is transported along the observed wind field over its own
footprint, and a county is counted as exposed if it falls in the resulting down-
wind corridor. Because the smoke source is the shifting set of active fires,
the instrument is not tied to any fixed emission source, addressing the selec-
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tion concern in fixed-source wind instruments and the plume-versus-surface
mismatch in plume-presence instruments at once.

A 1 µg/m3 increase in monthly mean PM2.5 raises violent crime by about
1.3%—driven by homicide and aggravated assault—and motor-vehicle theft
by about 1.4%, with precise nulls for robbery, larceny, burglary, and total
property crime. The pattern is robust to using wildfire-attributable PM2.5,
to measuring crime as rates, and to alternative instrument geometries; the
heterogeneity analysis points to an acute physiological channel for violent
crime and an environmental-justice incidence for the most severe harms.

These results highlight a previously unvalued social cost of wildfire smoke.
Because wildfire activity is increasingly climate-driven (Burton et al., 2024;
Park et al., 2024), this crime externality is likely to grow, and—unlike weather—
smoke exposure is a margin that mitigation policy can address.

The analysis has limitations. The estimates are reduced-form with respect
to mechanism, in that we infer the operative channel from the pattern of ef-
fects and heterogeneity rather than testing it directly. The sample includes
2020, a record fire season that coincided with pandemic-era disruptions to
both crime and routine activity; the results should be read with that sensi-
tivity in mind. Monitor-based PM2.5 is measured with interpolation error,
which the IV strategy is designed to correct but cannot eliminate. Future
work should add placebo tests (wrong-season and non-downwind variation;
leads and lags), complete the back-of-the-envelope social-cost calculation us-
ing standard per-offense cost estimates (e.g., McCollister et al., 2010), and,
where data permit, bring direct physiological or activity measures to bear on
the mechanism.

Appendix A. Supplementary first-stage results
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Figure 1: Downwind transport wedge and county classification. A worked example for one
Medium/Heavy HMS plume (2020-08-19), showing the plume polygon (clipped to Califor-
nia) and its interior anchor point, the speed-weighted mean wind to-direction (arrow), the
30°-half-angle, 1,000 km transport wedge projected downwind from the anchor, and two
example counties—Modoc, whose polygon intersects the wedge (classified downwind = 1),
and Plumas, which does not (downwind = 0).
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Table 1: Summary statistics, estimation sample (N = 10,382; 58 California counties, 2006–
2020). Crime variables are monthly offense rates per 100,000 residents (the regression
outcome is the count, modeled as log(1 + count)); pollution, instrument, and weather
variables are county-month values; county characteristics are period-averaged across the
58 counties, so % zero and skew are not applicable.
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Table 2: Primary results: violent and property crime (offense counts). Panel A is the
reduced form (coefficient on downwind days); Panel B is 2SLS (coefficient on instrumented
monitor PM2.5). Columns are the levels, log(1 + y), and IHS transformations of the
outcome. County and year-by-month fixed effects and climate controls throughout; cluster-
robust (county) standard errors in parentheses.

32



Table 3: Subcategory results: the seven UCR Part I offenses (offense counts, log(1 + y)).
Panel A, reduced form per downwind day; Panel B, 2SLS per µg/m3 of instrumented
monitor PM2.5. Same fixed effects, controls, and clustering as Table 2.
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Table 4: Heterogeneity: the High–Low difference θ in the PM2.5 effect. Each cell is
the coefficient on PM2.5 × Highk from a separate interaction 2SLS (the formal High–
Low difference test); columns are the eight county characteristics and the pooled baseline
effect for each outcome is shown in brackets. Cluster-robust (county) standard errors in
parentheses.
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Table 5: Robustness 1: instrumenting wildfire-attributable PM2.5 (WAPM). Layout as in
Table 2 (Panel A reduced form, Panel B 2SLS; levels / log(1+ y) / IHS). The endogenous
variable is the Childs et al. (2022) wildfire-attributable PM2.5; the reduced form (Panel
A) is identical to Table 2.
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Table 6: Robustness 2: crime rates per 100,000 (log(1 + rate)). Layout as in Table 3,
with violent and property aggregates added to the seven offenses (nine outcome columns);
Panel A reduced form, Panel B 2SLS on instrumented monitor PM2.5.

Table A.7: First stage: downwind exposure to monitor PM2.5. Column 1 is the polygon-
wedge baseline instrument; column 2 is the centroid robustness instrument. County and
year-by-month fixed effects and climate controls; cluster-robust (county) standard errors
in parentheses.
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