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1 Introduction

Totalling 1,900 km2 the Barotse Floodplain System (BFS), located in the Western Province of

Zambia, features a vast array of hydrologic systems, wildlife, and nearly one million people. In

response to increasing population and resource constraints, pressure mounts to maintain the liveli-

hood strategies of region’s primary inhabitants, the Lozi people (Baars and Ottens, 2001; Pasqualino

et al., 2016).

Compounding regional poverty and inequality are recurring systemic natural and social issues,

such as the absence of institutional oversight leading to a massive annual exploitation of fish, despite

the months-long fishing bans levied after the flooding season(Pasqualino et al., 2016). Soils in the

area are generally without substantial nutrient holding capacity, impeding Lozi farmers’ ability

to plant and harvest any crops beyond those necessary for subsistence (Baars and Ottens, 2001;

Pasqualino et al., 2016). The combination of reduced protein sources and poor soils led development

practitioners to suggest planting legumes, as their nitrogen fixing capacities restore nutrients to the

soil and function as protein source. In a similar vein, households that are not able to plant legumes

because of decreased access to farm resources, are more likely to afford the market price of legumes,

as they are considerably less expensive than fish.

Preparing legumes for consumption, however, is more time and fuel intensive compared to meal

preparation using fish and other dietary staples. This, coupled with rising fuel costs and decreased

availability, presents a substantial obstacle for protein uptake.

We investigate the use of solar stoves as a potential solution to these environmental and nutrition

issues. We analyze the results from a randomized controlled trial (RCT) over a six-week period

in which the members of the treatment group would receive a solar stove for the duration of the

period. We consider both whether solar stoves were adopted by the individuals to whom they were

assigned, as well as potential effects of solar stove use on dietary diversity. Specifically, we evaluate

our hypothesis that the introduction of solar stoves will facilitate cooking legumes by eliminating

the costs of fuel required to prepare legumes.
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2 Literature Review

Spanning four districts in Zambia’s Western Province, the Barotse Floodplain System (BFS) is

home to over half a million people whose lifestyles directly dependent on the seasonal inundation

from the Zambezi River (Pasqualino et al., 2016). The population in this region is heavily dominated

by the Lozi people, who migrate twice annually: to the upland during the flooding season (roughly

from January - July) and back to the floodplain when it the water recedes (Baars and Ottens, 2001;

Pasqualino et al., 2016; Cai et al., 2017; Joffre et al., 2017; Rickert, Rickert). Although teeming with

natural resources, (Cole et al., 2018) highlight the current precarity of the Floodplain, contending

that it exists within a social-ecological trap, whereby a perfect storm of social stimuli, such as rapid

population growth, the absence or degradation of managing institutions; and unmitigated poverty

lead to abuse of resources and diminished supply, as well as detrimental effects to livelihoods.

Relative to their location within the BFS, Lozi households generally subsist from a combination

of maintaining livestock, fishing, and minimal planting. Occasionally, households will sell surplus

crops at nearby markets if these facilities are accessible (Pasqualino et al., 2016).

Although many households are able to cultivate subsistence crops (Pasqualino et al., 2016), the

general composition of the soil throughout the floodplain is sandy, nutrient poor, and ultimately

not conducive to large-scale farming (Baars and Ottens, 2001). Generally, households focus their

efforts on growing crops to meet the needs of their single household; however, households will sell

surplus crops provided there are accessible markets (Pasqualino et al., 2016). The Lozi people

primarily grow maize, but also commonly plant sweet potatoes, cassava, and rice (del Ŕıo, 2014).

The prevailing livestock are cattle (Baars and Ottens, 2001); however, grazing is limited to May

- November due to the flooding (Pasqualino et al., 2016).

From roughly 2011 - 2015, World Fish, a subsidiary of Consultative Group on International

Agricultural Research (CGIAR) led applied holistic research programs in concert with Bioversity

International and International Water Management Institute (IWMI) focused on aquatic agricul-

tural systems (AAS) across Asia and Africa (Birner et al., 2015). Newly implementing the CGIAR

“Research in Development (RiD)” approach, such initiatives were established to navigate height-

ened population pressures on natural resource management.
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AAS communities, defined by CGIAR in the context of the Barotse Floodplain as “a group of

people living together in a geographical location who share natural resources and are tied together

by local traditional rules and values” (Rickert, Rickert), have experienced a significant catalogue

of interventions, research projects, and programs.

The brief period of AAS initiatives generated a vast portfolio of interventions in hubs, including

Zambia, Malaysia, Bangladesh, and Cambodia (Rickert, Rickert). Each of these communities was

selected for its paradoxical abundance of natural resources and intense lack of sustainable livelihood

practices. AAS explorations of the Tonle Sap region of Cambodia revealed overfishing; illicit fishing;

inadequate community management infrastructure; lack of planning; and prohibitive gender norms

as causal mechanisms for ecosystem and livelihood constraints (de Silva, 2014).

3 Theoretical Models

In this paper, we calculate three different treatment effects to establish the impact of solar stove

use. We first consider whether households assigned solar stoves actually use them. This exercise

will also give us insight into potential contamination of the treated and control groups.

3.1 Intermediate Outcome

Using the following model, we compute the Average Treatment Effect (ATE), which Angrist and

Pischke (2008; 2015) describe as the difference between the treated and control groups in the

absence of selection bias. Given the random assignment of the solar stoves, we assume there is no

selection bias. Thus, the ATE is the difference between those who were and were not assigned a

solar stove. We model this here:

Diht = α+ βTh +X ′

hγ + µv + ǫiht (1)

This model regresses Diht, whether dish i was prepared by household h during time t (where

a solar stove and 0 otherwise, on α, an intercept term; T, the treatment of having a solar stove

indexed by household; X, a matrix of covariates indexed by household; µ, a village fixed effect
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indexed by village v ; and ǫ, the classical stochastic error term for individual dish i per household

h during time t.

3.2 Intention-to-Treat (ITT) Effect

We next aim to model the effect of solar stove use on household nutritional improvements. Model

(4) examines this, using the Household Dietary Diversity Score (HDDS) calculated using ingredient-

level data to proxy for dietary diversity.

Diht = α+ βTh +X ′

hγ + µv + ǫiht (2)

Where Diht, an indicator variable for whether dish i was prepared using a solar stove and 0

otherwise, further indexed household h during time t on α, an intercept term; T, the treatment

effect of using the solar stove indexed by household; X, a matrix of covariates indexed by household;

µ, a village fixed effect indexed by village v ; and ǫ, the classical stochastic error term for individual

dish i per household h during time t.

Before we are satisfied with these estimated results, we must first consider the potential behav-

iors an individual might exhibit during an RCT. (Angrist et al., 1996) cite four potential participant

traits: always takers, individuals who will somehow always receive the treatment regardless of their

treatment assignment; never takers, individuals who will never receive the treatment, regardless of

their treatment status; defiers, individuals who will do the opposite of their assignment status, re-

gardless of the assignment; and compliers, individuals who comply with their treatment assignment

(i.e., those assigned the treatment behave as if they are in the treated group, while those assigned

to the control group behave accordingly).

Understanding this, we now reconsider equation (4). Simply stated, although we controlled the

random assignment of the solar stoves to households, we still could not control if and when the

solar stoves were used. There are many reasons that might influence a household’s decision to use

the stove, and this endogeneity leads to a biased treatment effect. Indeed, the estimated effect is

actually the intent-to-treat effect, as it captures the effect of the ”offer of treatment” (Angrist and

Pischke, 2008).
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Thus, we leverage the resulting methodology from Angrist, Imbens, and Rubin (1996)(Angrist

et al., 1996) and use the exogeneous assignment of the treatment as an instrument for solar stove

use to give us the treatment effect for those who complied with their treatment status, known as

the Local Average Treatment Effect.

3.3 Local Average Treatment Effects (LATE)

We use instrumental variables (IV) estimation to recover the LATE; however, our causal interpreta-

tion necessitates more assumptions than general IV regression. Following the guidance of (Imbens

and Angrist, 1994; Angrist et al., 1996; Angrist and Pischke, 2008), we first ensure that we satisfy

the following assumptions:

1. Valid first stage: the instrument is correlated with the endogenous variable.

2. Exclusion restriction: the instrument is not correlated with the error term and thus, does not

influence other determinants of the outcome variables. In other words:

• Random assignment

• Instrument has no effect on the treatment except through the endogenous variable.

3. Monotonicity

To test the first assumption, we regress the endogenous variable on the instrument. We find

that the result is significant, meaning there is a definite relationship between the two variables. The

two-part exclusion restriction is not falsifiable. We argue that this assumption is satisfied because

of i. our instrument, the treatment assignment, was, indeed, randomly assigned; and ii. assignment

of a solar stove will only affect nutritional outcomes through the endogenous variable (solar stove

use).

Although we do not do not operationalize a Two Stage Least Squares (2SLS) model, it is a

helpful visualization of our IV estimation. Thus, we demonstrate IV regression using 2SLS below.

Our first stage regression is as follows:
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T̂iht = α+ δZh +X ′

hγ + µv + νiht (3)

In equation (3), we regress the endogenous treatment of solar stove use on an intercept; our

exogenous instrument of random treatment assignment,Z ; a matrix of covariates, village fixed

effects; and stochastic error term.

We then substitute the estimated value T̂iht obtained using our instrument Zh for the original

endogenous Th using our original equation (4).

Diht = α+ βT̂h +X ′

hγ + µv + ǫiht (4)

As noted, we use a one-step IV regression to avoid biased variance estimates. The resulting

estimate is the Local Average Treatment Effect.

4 Data

4.1 Collection

We did not collect baseline data and therefore did not conduct balance tests across the control and

treatment groups. Our analysis uses both primary and secondary data sources. A team member

visited treatment and control households within each village to collect gender, age, and education

data at the individual level. They also captured household-level data on household size, number of

household members, and cooking engagement.

Each household within the treatment and control groups for each village sub-group were in-

structed to record the ingredients for each dish they cooked, the method used for cooking, and the

price of fuel for each dish prepared, per meal, per day over a six-week period. Households were also

asked to record whether liquids were boiled, the volume of liquids boiled, whether legumes were

prepared, and the amount of legumes prepared for each day over the total period. A weekly total

of the time or money they allocated to sourcing their cooking fuel was also recorded. A blank meal

log can be found in the appendix.
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To encourage members of the control groups to maintain their daily food logs, we required

the treated individuals to return their stoves at the end of the trial. We then held a separate

random drawing using treated and control groups to determine the permanent owners of the stoves,

regardless of their treatment assignment during the trial period.

4.2 Other Variables

We also accessed Landsat 8 data in order to calculate the percentage of cloud cover during the

period. It is important to note that these data are incomplete, as the satellite only flew over our

RCT region five times during the experiment. Thus, we use the single value obtained from Landsat

8 for each day within the week. When no data were available for a certain week, we assigned it the

averaged values from the week before and week following.

We used the coefficients associated with tropical livestock units (TLU) to convert our recorded

values of participants’ livestock to internationally comparable units. The sum of these units is the

TLI value.

Our dependent variable for the two final outcomes, the Household Dietary Diversity Score

(HDDS) was created according to the Food and Agriculture Organization (FAO) Guidelines. Rang-

ing from 1-12, the HDDS measures a household’s relative accessibility to ”dietary energy” where

1 indicates low dietary diversity and 12 indicates high dietary diversity (Kennedy et al., 2010).

To generate scores for each household, we matched each ingredient observation to both one of the

twelve FAO-designated food group categories and the appropriate level (four available) of process-

ing. Based on pre-determined FAO standards associated with food group and processing levels,

nutritious ingredients were assigned a value of one. Ingredients that offered little to no nutritional

value were not counted towards the HDDS. Additionally, if a meal comprised of multiple dishes us-

ing some of the same ingredients, the repeating ingredient was only counted once for that meal. The

ingredient-level scores were aggregated to the dish, meal, day, week, and six-week levels, although

this paper only considers the effects on HDDS scores for the dish level.
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Table 1: Definitions of Variables Used in Empirical Analysis

Variable Description

Solar Stove Assignment Random assignment of solar stove to household
(value of 1 if assigned a stove)

Solar Stove Use Use of solar stove to prepare dish (value of 1 if
used stove

Age Age of household head in years
Cloud Cover Percentage of cloud cover
Education Education of household (None = 2, Primary =

3, Secondary = 4, Higher = 1)
Gender Gender of household head, where a value of 1

indicates female
Household Dietary Diversity Score (Dish) Dish-level measure of dietary diversity. Poten-

tial range: 1 - 6
Household Size Total number of individuals in the household
Tropical Livestock Index Tropical Livestock Unit/250 kg live weight
Village Village fixed effect

4.3 Data Processing

Our data cleaning process included creating the appropriate indicator variables for our household

covariates, cooking method, fuel type, and each level of data (i.e., dish, meal, day, week, total

RCT time); validating data, including checks for obvious misspellings, case-sensitivity, and errant

characters from data entry; joining dictionary files with Lozi-English translations for food groups,

processing, and species; as well as interpolating missing English data by matching Lozi entries to

their English counterparts.

Although we have not yet identified a formal robustness check for addressing attrition, an

informal review of the data suggests that attrition is likely not an issue. We plan to address this

in future analyses.

As for missing data, we were generally able to salvage other variables of interest when incomplete

cases of food logs arose, such as the amount of liquids boiled and the associated solar stove use.

Continuous outlying values are winsorized at the 2nd and 98th percentiles.
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5 Empirical Methodology/Estimation Results

5.1 Experimental Design

Several villages across the BFS are grouped into communities specific to the AAS program. (Pasqualino

et al., 2016). Of the eleven villages within the Barotse Floodplain System, we randomly selected

three villages in which to carry out our pilot study: Lealui, Manpungu,and Nalitoya. We stratified

our sample to account for participants’ previous participation in other development programs. This

strategy resulted in four sub-samples, including i) households that participated in farmer learning

plots; ii) households that participated in nutrition clubs; iii) households that participated in both

learning plots and nutrition clubs; and iv) households that participated in neither learning plots

nor nutrition clubs.

After discussing our intended protocol with local community leaders and integrating their feed-

back, we hosted information sessions for prospective participants within each village. Interested

participants’ were invited, after hearing a full explanation of the experiment, to participate in a

random drawing that would determine their treatment status for the duration of the trial. Given

that CGIAR delivered prior programming in each of the villages, the participants’ names were

divided into one bowl per sub-group per village. We then drew names, without replacement, for

the assignment of the solar stoves. Descriptive statistics for our sample are provided in Table 2.

5.2 Objectives and Hypotheses

Our main objective for this study is to investigate the effect of solar stove use on dietary diversity.

To do so, we pose hypotheses for intermedate and final outcomes.

5.2.1 Intermediate Outcomes

We first must examine whether participants actually used the stoves they were assigned. We

hypothesize that if assigned a solar stove, a household will use the stove for dish preparation.

• H0: µ = 0; that is, there is no significant difference in the number of dishes prepared using a

solar stove between those who are (treated) and are not (control) assigned a solar stove.
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Table 2: Descriptive Statistics

Obs. Mean St Dev. Min Max

Solar Stove Use 30,660 0.1645 0.3707 0 1
Solar Stove Assignment 30,660 0.3948 0.4888 0 1

Age 30,660 47.35 12.24 21 80

Cloud Cover (Percentage) 30,660 23.83 40.21 0 100

Education Level 30,660 3.353 0.775 1 4

Gender 30,660 0.687 0.464 0 1

Household Dietary Diversity Score (Dish) 30,660 2.343 0.992 1 6

Household Size 30,660 7.063 2.643 1 16

Tropical Livestock Index (TLI) 30,660 8.395 13.86 0 95.36

• H1: µ > 0; in other words, there is a positive and significant difference in the number of

dishes prepared using a solar stove between the treated and control groups.

The results for this model are presented in Table 3. The coefficient on treatment variable T

is positive and significantly significant at the 99.9% level. This implies that households that were

given solar stoves actually used them during the trial. Although these results are not surprising,

they do support encourage further investigation.

5.2.2 Final Outcomes

We now test the following hypotheses for the effect of the treatment on dietary diversity.

• H0: µ = 0; there is no significant difference in the dietary diversity scores between the

households assigned solar stoves and those not assigned solar stoves.

• H1: µ > 0; there is a positive and significant difference between households assigned solar

stoves and those not assigned solar stoves.

11



Table 3: Effect of Stove Assignment on Use

Solar Stove Use

LPM Probit

(1) (2) (3) (4)

Treatment Assignment 0.394∗∗∗ 0.399∗∗∗ 0.356 ∗∗∗ 0.355∗∗∗

(0.027) (0.027) (0.035) (0.033)

Age -0.0011 -0.002
(0.001) (0.001)

Cloud Cover (Percentage) -0.000 -0.000
(0.001) (0.000)

Gender -0.043 -0.035
(0.025) (0.020)

Household Size 0.001 0.002
(0.004) (0.004)

Tropical Livestock Index (TLI) -0.001 -0.001
(0.001) (0.001)

Observations 30,660 30,660 30,660 30,660
R2 0.27 0.28 0.37 0.35

∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01; Probit estimates shown here are marginal effects.

Thus, our final outcome tests whether solar stove use (and assignment) cause an increase in

dietary diversity, our nutritional outcome of interest.

Using Ordinary Least Squares regression, we find no significant difference between the treatment

and control groups. Given our previous finding that households assigned solar stoves do, in fact,

use the stoves, and the results from Table 4, we find no evidence that solar stove usage has an effect

on dietary diversity.

Table 5 displays the results for the local average treatment effect relative to those of the intent-

to-treat effect. Again, we find no significant effect of solar stove use on dietary diversity, even when

accounting for endogenous treatment.

6 Discussion and Conclusions

This paper examines preliminary findings for one intermediate outcome and two final outcomes in

an RCT study. Our intermediate outcome, the Average Treatment Effect, tells us not that the

RCT was successful, but that, as expected, individuals assigned solar stoves used them to cook

roughly 40% more of their meals instead of other cooking methods, relative to the control group.

The effects for both the linear probability model and Probit models similar in significance level,
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Table 4: ITT: Treatment effects of solar stove use on HDDS (Total Sample)

HDDS - Dish Level

OLS

(1) (2)

Solar Stove Use 0.035 0.036
(0.055) (0.050)

Age -0.001
(0.050)

Cloud Cover (Percentage) 0.000
(0.000)

Gender 0.024
(0.058)

Household Size 0.017
(0.010)

Tropical Livestock Index (TLI) -0.004
(0.002)

Observations 30,660 30,660
R2 0.0003 0.017

∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01
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Table 5: LATE: Treatment effects of solar stove use on HHDS (Total Sample)

HDDS - Dish Level

ITT LATE

(1) (2) (3) (4)

Solar Stove Use 0.035 0.036 0.090 0.090
(0.0055) (0.050) (0.139) (0.126)

Age -0.001 -0.002
(0.050) (0.001)

Cloud Cover (Percentage) 0.000 -0.000
(0.000) (0.000)

Gender 0.024 0.028
(0.058) (0.058)

Household Size 0.017 0.017
(0.010) (0.0104)

Tropical Livestock Index (TLI) -0.004 -0.003
(0.002) (0.002)

Observations 30,660 30,660 30,660 30,660
R2 0.0003 0.017 0.001 0.020

∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01
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magnitude, and sign.

Given that there was certainly compliance with the treatment status, we delved into further

analysis. Table 5 gives us the results for both the intent-to-treat and local average treatment

effects. Based on the compelling derivation by (Angrist et al., 1996) in their 1996 paper, we

deem the LATE to be a more trustworthy estimate, as it shines a light on those participants of

interest: the who complied with their treatment status. This estimate allows us to understand the

effects of solar stove use on various outcomes when the treatment assignment is respected by the

participants and there is no contamination in the sample. While we did not find a significant effect

of solar stove use on HDDS scores using either the ITT or LATE, we remain optimistic for future

analyses, including final outcomes for species richness, boiled liquids, increased protein intake, and

resources (e.g., time and money) conserved by households who used their solar stoves. Notably,

while the randomization of treatment accounted for selection bias among participants, we have

yet to explore heterogeneity in treatment effects among each of the RCT strata indicating prior

experience with CGIAR interventions. There is a possibility that treated individuals exposed to

previous programming, such as nutrition clubs and/or learning plots, may be more inclined to not

only comply with their treatment status, but do so continually until the end of the RCT. This test

for heterogeneous effects is the next course of action in our series of analyses.

Should we not uncover significant effects for solar stove use on any of our desired outcomes,

our null results can still inform other research and experimental designs. We hope that future

interventions can hone our process and innovate a more targeted solution for meeting BFS residents’

needs for conservation, nutrition, and income generation.
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del Ŕıo, T. (2014). “Farming Systems Characterization in Three Communities from the Barotse

Floodplains, Zambia: Relating Landscape with Production and Diversity”.

Imbens, G. W. and J. D. Angrist (1994). “Identification and Estimation of Local Average Treatment

Effects”.

Joffre, O. M., S. Castine, M. Phillips, S. S. Sellamuttu, D. Chandrabalan, and P. Cohen (2017).

16



“Increasing Productivity and Improving Livelihoods in Aquatic Agricultural Systems: A Review

of Interventions”. Food Security 9 (1), 39–60.

Kennedy, G., T. Ballard, and M. Dop (2010). “Guidelines for Measuring Household and Individual

Dietary Diversity”.

Pasqualino, M., G. Kennedy, K. Longley, and S. H. Thilsted (2016). “Food and Nutrition Security

in the Barotse Floodplain System”. WorldFish.

Rickert, A. M. “Learning from Implementation of Community Selection in Zambia, Solomon Is-

lands, and Bangladesh AAS Hubs”.

17



A Cloud cover calculation

We used the Landsat Collection 1 Level-1 band Quality Assessment band (BQA) from imagery

taken throughout the year 2016 (tile path 175; row 071). We reclassified the pixels on the BQA

with high cloud or cloud shadow confidence attributes as 1/cloud cover to delimit the cloud area.

Pixels with other attributes (e.g., low or medium confidence) were reclassified as 0/no cloud cover.

We calculated the cloud area in a 5km radius around each village (Table 6 and Figure 1).

Table 6: Percentage of village area with clouds or cloud shadows

Data Aquired Villages Project
Month Day Year Mapungu Lealui Nalitoya Ongoing

1 25 2016 58.0 91.5 25.2 No
2 10 2016 13.6 5.69 28.8 No
2 26 2016 100 100 100 Yes
3 13 2016 11.8 1.70 35.8 Yes
3 29 2016 100 2.06 0.00 Yes
4 14 2016 0.00 0.00 0.00 Yes
4 30 2016 0.00 0.01 0.00 Yes
5 16 2016 0.00 0.00 0.00 No
6 1 2016 0.00 0.00 0.00 No
6 17 2016 0.00 0.00 0.00 No
7 3 2016 0.00 0.00 0.00 No
7 19 2016 0.00 0.00 0.00 No
8 4 2016 0.00 0.00 0.00 No
8 20 2016 0.00 0.00 0.00 No
9 5 2016 0.10 0.00 0.00 No
9 21 2016 0.00 0.12 0.00 No
10 7 2016 0.00 0.00 0.00 No
10 23 2016 0.00 0.00 33.5 No
11 8 2016 0.00 0.00 0.00 No
11 24 2016 99.9 54.1 1.46 No
12 10 2016 53.8 91.0 0.88 No
12 26 2016 26.9 100 23.8 No

Note: Percentage of the area in a buffer of 5km around each village with

clouds or clouds shadows. See figure 1 for visual identification of the cloud

cover area throughout the year 2016.
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Figure 1: Cloud cover during experiment

Note: Cloud cover area delimited with Landsat 8 Enhanced Thematic Mapper path 175 row 071 in a radius of 5km

around each village where the solar project took place during the end of February until the end of April 2016. The

whole tile area had had a cloud cover of 0% from 16 05 2016 until 20 08 2016.
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