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1 Introduction

Investment in renewable sources of “green” energy remains a national priority for policymakers
hoping to reduce dependence on international sources of energy and mitigate environmental is-
sues associated with energy production and extraction of energy inputs. Wind is an increasingly
prevalent source of green, renewable energy in the United States and, as technology progresses, its
development will likely become profitable in more areas of the rural United States. In this paper, we
construct a hedonic model to examine the impact that wind development has on agricultural land
values using sales data from over 400,000 agricultural parcel sales and the locations and construc-
tion dates of the over 50,000 turbines in the United States. Our goal is to estimate the effect that
wind turbine construction has on agricultural land parcel sales values and how these effects differ
under different neighborhoods. Because wind developers construct turbines to enhance profits and
are subject to many regulations regarding turbine placement, we also conduct robustness checks
for causality using an advanced matching approach. We find that wind development increases
nearby agricultural parcel sales values. In fact, we find that the effect from a parcel’s proximity to
turbines was comparable to other essential infrastructure such as distance to primary roads, rail
lines, and even local elevators. This suggests that rural land for wind energy development could be
economically attractive to rural areas with wind development potential.

In the last decade, the installed wind energy capacity in the U.S. almost tripled, increasing from



35 Gigawatts (GW) in 2009 to 96 GW in 2018 (Wiser and Bolinger, 2018; WWEA, 2019). At 96
GW, the U.S. has the second largest installed wind energy capacity in the world behind China with
222 GW (WWEA, 2019). With much of this wind energy extraction taking place in rural areas
and because many wind energy companies engage in lease agreements with landowners as opposed
to outright land purchases, understanding how wind turbines effect of agricultural landowners is
essential for the US to remain a competitive provider of wind energy. With installed capacity,
the number of wind turbines rose dramatically in the contiguous US over the past two decades.
Starting from only 3,675 turbines in 1981 turbine counts reached over 43,000 by 2013, with much
of the new construction occurring in the early-to-mid 2000s. This recent influx of wind turbines in
the US over the last two decades provides an ideal scenario to examining the contemporary effect
that these pieces of infrastructure have on agricultural property values.

While wind has been a rapidly growing provider of zero-emission, renewable energy, the turbines
themselves can be as tall as 178 meters (584 feet) and up to 117 meters (384 feet) in rotor width.
Many associate turbines with potential economic externalities of turbines due to potential visual
dis-amenities of such large structures. Recently, this has even been a contentious issue for the
Trump administration as President Trump stated that “if you’re in sight of a windmill, watch the
value of your house go down by 65%” (Lybrand, 2019). There is little consensus on the effect of
wind turbines on property values in the literature. Sims et al. (2008) were the first to study the
impact of wind farms on house prices. After constructing a hedonic regression model using 201
sales transactions near a wind farm in the UK, they did not find a reduction in value. Conversely,
Heintzelman and Tuttle (2012) utilized over 11,000 property transactions between between 2000 and
2009 across three counties in northern New York state and found that turbines significant reduced
property values in two of three counties. Using 122,198 observations between 1998 and 2012 in the
state of Massachusetts, Atkinson-Palombo and Hoen (2014) failed to detect a statistically significant
impact. Vyn and McCullough (2014) have a deeper look and distinguish between proximity to and
visibility of turbine for 5,414 rural residential sales and 1,590 farmland sales in Ontario, Canada,
between 2002 and 2010. They found that the proximity to or visibility of turbines had no significant
effect on the value of neither residential or farmland parcel sales. Studies finding no statistically
significant effect include Lang et al. (2014), Hoen et al. (2015), and Hoen and Atkinson-Palombo
(2016) for the US. Others finding negative effects include Gibbons (2015) for England and Wales
and Sunak and Madlener (2017) for Germany. Using a criteria-based visual impact assessment

methodology, Sunak and Madlener (2016) find that only the value of those properties that are



strongly affected by the construction of turbines decreases by up to 14% whereas properties with a
minor or marginal view on the wind turbines are not affected.

Authors cite noise and light pollution, and other aesthetic dis-amenities as underlying causes
of property value loss from wind turbines (Sims et al., 2008; Groth and Vogt, 2014). Since these
factors generally do not impact agricultural activities, they are not likely to be as relevant on
agricultural properties. For these properties, an additional factor comes into play: The wind farm
operators often pay high rents or compensations to the farmers (sometimes as a fixed share of the
annual revenue of the turbine) for putting the turbine on or near a field, so that this extra source
of income could increase the value of the land. Surprisingly, the relation between wind energy and
farmland values has achieved only little attention so far. Two studies found no significant impact
(the aforementioned Vyn and McCullough (2014) for Ontario, Canada, and Shultz et al. (2015)
for a county in Pennsylvania, USA). Ritter et al. (2015) detect that the installation of turbines
in a municipality drives up the prices of agricultural land in Brandenburg, Germany. For another
German state, Saxony-Anhalt, Myrna et al. (2019) find that the effects on municipality average
prices are positive but small whereas the prices increases for the individual field or its neighbors

are strong.

2 Data

In this study, we make substantial use of a variety of georefereneced data from as much of the

United States as is available. In this section we describe our datasets.

2.1 Sales Data

We consider sales data from 1998 to 2016 in across the United States. Land sales information comes
from the Zillow Assessor and Real Estate (ZTRAX) database.! This dataset provides records from
millions of real estate transactions across the United States reliably dates back to April 1996. This
database is an amalgamation of public county assessment department datasets from around the
United States, compiled by the online real estate database service, Zillow.

The ZTRAX dataset provides a detailed set of information on real estate sales including the date
of sale, purchase price, parcel size, broad parcel use classification e.g. (residential, commercial,

agricultural), presence of structures on the property, and arms-length sale identifiers to name a

More information on accessing the data can be found at http://www.zollow.com/ztrax. The results and opinions
are those of the authors and do not reflect the position of Zillow Group.



few. Since these data come from a variety of sources with varying disclosure practices, to ensure
consistency, this study uses a small select number of parcel features. Specifically, we use the lot
size (in acres), the sale price, sale documentation class, the land’s broad use classification, and the
database’s address geo-location. Since these features are broadly available across the dataset and,
in the case of the broad use classification, determined by county zoning, it is more likely that these
variables are consistently measured across different department datasets that make up ZTRAX
than others.

Even with our limited variable set, it is important to consider the ZTRAX dataset consists of
public data from a large number of US county assessment departments. As a result, it may lack
cohesive reporting practices across counties. Therefore, our dataset required extensive cleaning to
ensure the parcels transactions were for agricultural use and were arms-length sales. It is important
to only consider parcel sales from arms-length parties so that the observed sales prices reflect the
value of the underlying parcel. Using the ZTRAX sales document classification, we removed any
transaction indicating family transfers, survivorship, love and affection deeds, or otherwise related
or invalid sales. We also removed transfers relating to gifts or donations. We only considered
parcels with a broad use classification in some agriculturally related activity e.g. “General Farm.”

Another goal when filtering these data was to construct a set of sales that were as comparable as
possible. Latent features of the property can lead to a reduction in model precision and potentially
bias the hedonic model. Since buildings on farm property can be highly heterogeneous and can con-
ceivably drastically change a property’s value, we removed parcels with buildings on the property.
Specifically, we removed sales records with identified structures such as houses, homesteads, mobile
homes, sheds, garages, barns, or other structures. We also remove sales identifying non-zero room
counts such as the number of bedrooms and bathrooms. While this precludes rural properties with
dwellings, we avoid the added problems of reporting consistency of potentially important building
characteristics within the dataset.

To ensure that the sales prices were indicative of the true underlying market value of the parcel,
we filtered out sales where a given parcdel sold more than once in a given yearwhere a given
parcel sold more than once in a given year and retain the more recent sales information. Due to
the seasonality of agriculture, it is unlikely that a underlying value of piece of agricultural land
would vary much within a given year. In this case, short-run repeat sales are likely result from an
under- or over-valuation during the prior sales. Retaining the more recent sales information aids

in identifying lands underlying values through sales transactions.



While the filters up to this point isolated most of the agricultural land sales, there remained
obvious misclassifications when plotting the locations against a map (for instance pockets of neigh-
borhoods in metropolitan areas were classified for agriculture). As a final precaution, we removed
parcels with a per-acre sales price above the 98th percentile or below the 5th percentile. After
filtering, the dataset used for modeling includes sales from over 23,180,396 acres from over 409,349
arms-length agricultural property between 1998 to 2016. For reference, this averages to 1,220,020.84
sold acres each year which is approximately 0.13% of total US farmland 2007 according to the Na-
tional Agricultural Statistics Service (NASS).

2.2 Infrastructural Data

The ease of access to infrastructure can be an important determinant of parcel sale values. A
parcel’s distance to vital infrastructure such as road and rail networks, elevators, and population
centers impact transportation costs and potentially even the potential uses for property. We control
for infrastructure by including as-the-crow-flies distances to railroads, primary roads, elevators, and
cities with over 25,000 people. We included these variables to control for other potential competing
uses for the land such as agritourism in the case of distance to cities and accessibility to agricultural
marketing networks in the case of roads, railroads, and elevators.

We use the Topologically Integrated Geographic Encoding and Referencing (TIGER) datasets to
locate railroads and primary roads. These datasets represent roads and railroads as line files. To
simplify this process we discretized these lines into points spaced one-mile apart and then linked
to sales locations by point-to-point shortest distances. Primary roads consist of roads that have
an on-ramp. These are especially relevant to producers as these allow easy access for large-truck
traffic to larger road networks. The Federal Aviation Administration’s (FAA) Digital Obstacle File
(DOF) provides the locations of grain elevators and turbines. This data identified locations for 2,072
elevators in the contiguous U.S. As they are large sources of local demand for agricultural products,
we expect elevators have a positie influence on local prices for many agricultural commodities. As
with elevators, population centers can also constitute to the regional demand for farm products or
services. Producers may also be willing to pay a higher price for better access to city amenities
for themselves. We consider population centers as cities with 2002 populations of 25,000 people or

more.



2.3 Wind Turbine Data

In this dataset we consider over 58,000 turbines in the U.S. and its related territories compiled by
the US Geological Survey (USGS). This dataset provides the locations for wind turbines in the
US, their construction date, their dimensions and their potential power output. To capture the
influence of turbines we consider the distance that each sale is from a nearest wind turbine. In total,
47,961 of these turbines were nearest neighbors to at least one of the sales in the dataset. Figure 1
shows the locations of the turbines within the contiguous United States. The bulk of the nation’s
turbines are located in tightly aggregated wind parks in the central United States. Figure 2 shows
the turbine counts by states with more than 100 turbines. Texas leads the nation in turbines with

other notable concentrations in Iowa, Oklahoma, Kansas, Illinois, Minnesota, and Colorado.

Figure 1: Wind Turbine Locations in the Contiguous United States
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Figure 2: 2016 Turbine Count by State



While much of the past literature focuses on the impact of turbine development on residential
property values, the spatial statistics of US turbines suggest that their impact to agricultural land
is more important. The literature shows that at a distance of 30 miles, a wind turbine would be
too large to generate visual dis-amenities and beyond 20 miles turbines would be undetectable to
casual observers (Sullivan et al., 2012). Figure 3 shows the distribution of US wind turbines by
their distance to the nearest city with a population of 25,000 people or greater. Over two-thirds of
all turbines in the US are more than 30 miles from a city. Over 85% of all turbines are more than 20
miles away from the nearest city. This suggests that the majority of the property impacted by wind
turbines are in rural areas. It also suggests that if turbine construction trends continue, further
investment in wind energy relies on its returns to agricultural landowners. As they are a measure
of long-run expected income streams, the effect of wind turbine installations on agricultural land

values provide such a measure.
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Figure 3: Wind Turbine Distribution by Distance to Closest City

Note: This is a histogram of the distance to the closest city with a population over 25,000 for every wind turbine in the
contiguous U.S. Cities are geo-located to their centers. The red dashed line is placed at 30 miles, the mazimum distance at
which a turbine is visually detectable by the human eye.

These data also include the construction dates of each of the turbines. Figure 4 shows the
cumulative construction of turbines in the United States. US wind turbine numbers were relatively
stable between the late 1980s to the mid-1990s and then turbine construction increased at a rapid

pace. This makes our study covering 1998 to 2016 an ideal timeframe to estimate the effect that



wind turbines have on rural property values across the US.

20000 30000 40000
| | |

Cumulative Wind Turbine Construction

10000
|

I T T T T T I
1980 1985 1990 1995 2000 2005 2010

Year

Figure 4: Cumulative Construction of Wind Turbines in the U.S.

2.4 Field Level Soil Controls

Soil characteristics are very important determinants of agricultural productivity. We control for
these characteristics at the field level using the Soil Survey Geographic Database (SSURGO). This
provides a onetime remote-sensed measure of a variety of soil characteristics from 2008. From this
dataset we use field slope, soil composition of silt and clay, and the National Commodity Crop
Productivity Index (NCCPI) which provides a measure of general crop productivity for the land.
The SSURGO dataset consists of a 30 by 30 meter resolution raster file linking pixels grids to an
underlying data file. We attribute soil characteristics at the coordinates geo-located to the parcel

address. We provide the summary statistics for these variables in table 1.



Table 1: Summary Statistics

Variable Min. 1st Qu. Median Mean 3rd Qu. Max.
Per-Acre Price ($/Acre) 341 1,692 3,660 10,080 9,318 181,747
Lot Size (Acres) 2.26 15 35.8 56.6 70.8 1,278
Slope 0 1 4 7.55 9 87
Soil Silt (%) 0 25.3 38.7 39.3 53.6 90
Soil Clay (%) 0 18.4 24.8 25.7 32.8 80.8
NCCPI 0 0.288 0.527 0.491 0.689 0.991
Nearest Market Pop. 25,137 46,187 117,394 345,907 359,968 2,657,146
Distance to Nearest Market (Miles) 0.00818 16.5 26.8 32.7 41.5 201
Distance to Rail (Miles) 0.00119 1.51 3.47 4.97 6.64 66.4
Distance to Primary Road (Miles) 0.0466 9.89 17.4 22.5 294 181
Distance to Elevator (Miles) 0.00781 11.6 19.2 24.8 324 162
Distance to Turbine (Miles) 0.0166 32.2 85.2 120 166. 876

2.5 Wind Capacity Potential

We use two additional controls for our matching models. These include the potential wind capac-
ity in 2008 and the current potential wind capacity provided by the National Renewable Energy
Laboratory (NREL) at an 80 meter height remotely sensed to a 200 meter resolution. This is the
annual megawatts of electricity that could be produced in an area with the technology in 2008 and
present-day technology respectively (Lopez et al., 2012). We include these in the matching model
to capture the causal effect of turbine development separate from the wind prospective value of the

land.

3 Empirical Methods

3.1 Hedonic Regression

We begin our modeling using a set of hedonic models that utilize both ordinary least squares (OLS)
and quantile regressions (QR). Under both frameworks, parcel values are assumed to follow the
linear function shown in equation 1. Here ¥;,,; is the natural log of sales price of parcel i at time ¢
within area m. We assume that this will be a function of its distance to the nearest wind turbine,
its size in acres (size;), its land quality attributes (L;), its distance threshold dummies to other
amenities (D;;), and a set of Major Land Resource Area and year fixed effects.

J 3

Yimt = o + sizejaq + Ljan + Z d; (turby) By + Z Dgtﬁ + Ym + V¢ + Eimt (1)
j=1 J=1
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Intuitively, turbines or other amenities likely have a relatively larger effect on a parcel’s value at
closer distances. It is therefore unlikely that the parcel value is a linear function of these distances.
To account for distance in our model, we use a set of threshold dummies which allows measure
the proximate influence using a piecewise-step distance functions from the parcel to each amenity.
These dummy functions d; (turb;;) are equal to one if parcel ¢ is within threshold j-miles and
beyond threshold (j — 1)-miles from the nearest turbine and zero if otherwise.? For all amenities
outside of the turbines, we constructed our thresholds using observed quartile distances to each
amenities from our set of observed sales. Using distance quantiles as threshold values is convenient
as it ensures that an appropriate level of variation is present to estimate the parameters of the step
function.

Because the effect from the proximity to turbines is the primary results of interest, we use custom
thresholds based off of distances of interest brought up in the literature. Our data unfortunately
does not identify whether a parcel has a turbine on the property or if the property has a wind lease
affixed to the sale. We instead proxy this using the influence from turbines that are especially close
by setting the first threshold at 0.5 miles. At this distance, the turbine is likely within the same
section of agricultural land. For intermediate distances that would likely be within audible and
visual range of a turbine, we set thresholds at 1, 3, 5, and 10 miles. The literature suggests that
20 miles is the maximum distance at which a casual observer could potentially detect a turbine
by sight and at distances greater than 30 miles, the turbine would be undetectable to an observer
making an effort to spot the turbine (Sullivan et al., 2012). We therefore set our final two thresholds
at 20 miles and 30 miles and have our left-out group as 30 miles or more to the nearest turbine.

One of our goals is to estimate how the influence of turbines may differ around different neigh-
borhoods of a turbine. To test for significance of these changes, we segment each of the prox-
imity step functions by statistical breaks between the adjacent coefficient values. To estimate
statistical breaks in the stepwise proximity function, we construct a series of t-tests. Consider
the two adjacent threshold coefficients, §; and ;1. The goal to detect statistically significant
breaks in the proximity function simplifies to testing if the term ;.1 — §; is statistically differ-
ent from zero. The variance of this difference between these random variables can be represented
as V [Bj+1 — Bi] = V[B;i] + V [Bj+1] — 2Cov [B}, Bj+1]. Each of these terms can be found in the
variance-covariance matrix of the regression, shown in 2 where X is the matrix of independent

variables and (3 is the complete coefficient vector. If the term Q[f;, ;] is the element of the

%In the initial threshold function (j = 1), the lower bound is set to zero.

11



variance-covariance matrix relevant to coefficient 3; and j3;, the z-statistic for the statistical break

term between the j and j + 1 terms is shown in equation 3.

Q=02 (x'x)"" (2)
irf <5j+1 - 5;’) )

J+1i A - -
\/Q [Bj+1: Bj+1] + 2 [By, Bj] — 22 [Bj+1, 5]

In this analysis we utilize ordinary least squares regressions (OLS) and quantile regressions (QR)
methods to estimate these models. The key difference between these methods is their respective
objective functions. While OLS minimizes the sum of squared errors (also called the Ls norm)
shown in equation 4, QRs minimize a weighted sum of absolute errors (known as the L; norm)
to produce a model shown in equations 5 and 6. The QR objective function requires a parameter
7 € [0,1] to be specified. This parameter acts as a penalty weight to determine the extent to which
overestimation is penalized relative to underestimation. The value of this parameter will therefore
represent the quantile of y at which the model is being estimated. For instance when 7 = 0.5,
the model equally penalizes positive and negative errors and the model will estimate the marginal
effects at the median value of y. In finite samples however OLS requires an additional assumption
that errors are normally distributed while the semiparametric QR does not. Consequentially, the
QR parameter estimates are less sensitive to outliers in the dataset. This robustness to outliers is
useful in this study due to the high potential for classification errors in the parcel sales dataset.

For a more complete discussion of the QR procedure see Koenker (2005).

BOLS = arg;nz’n {Z (yz — x;ﬁ)Q} (4)

i=1
B%QR = argmin {2 pr (yi — x;ﬂ)} (5)
B i=1
where

Tlul tu=0

(1—7)|ul :u<0
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3.2 Matching Estimators

Identification is an important issue in this analysis. Turbines do not locate randomly and conceiv-
ably choose to locate in areas that provide higher returns. This non-random treatment introduces
problems since chosen locations could coincide with areas that innately offer higher or lower profits
to agricultural landowners. For instance, energy developers may locate in areas with smaller slopes
as land would be better exposed to winds. This correlation creates endogeneity issues and could
bias the model estimates. To address this, we compliment our hedonic regression analysis using
a set of matching estimators. A downside to matching is that we are not able to estimate the
effects from multiple variables as we are with more conventional regression analysis. This limits
the economic interpretability of the results as it prevents comparing the effects of turbines relative
to other effects on land valuation. Therefore our aim when including this matching analysis is to
compare the turbine distance treatment effects to the ones we estimated from the regressions. This
serves as valdiation for the regression technique and provides a more rigorous estimate of the causal
effect from turbines.

In matching, we seek to pair treatment observations with a set of relevant controls that are similar
in features that both explain the treatment assignment (proximity to a turbine), and the outcome of
interest (the per-acre logged parcel value). These matching estimators attempt to explicitly match
parcel sales that differ by their proximity to a wind turbine at the time of the sale. Specifically, our
left out control sample are those parcels between 30 and 50 miles of a turbine. At these distances,
there are likely no disammenities from turbines. We control for any infrastructure that directly
accompanies the turbines such as access roads are unlikely to affect land sales at these distances as
matching variables.

Our goal in matching is to estimate a step function with respect of the parcel sale price and the
distance to wind turbines similar to the one in the hedonic regressions. We therefore construct a
set of matching estimates where the treatment areas are zero to 0.5 miles from a turbine, 0.5 miles
to 3 miles from a turbine, 3 miles to 5 miles from a turbine, 5 miles to 10 miles from a turbine, and
10 miles to 20 miles from a turbine. In every match case, the control group consists of sales that

took place within 30 to 50 miles of a turbine.
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3.2.1 Pre-Conditioning on Propensity Score

Before matching, we pre-condition the data using a propensity score (P; = Pr[r; = 1| X;]) for
each parcel i. This score represents the probability of being in the treated group conditional on
observable characteristics. Specifically, we use a time trend, the parcel size in acres, the slope of the
parcel, the parcel’s silt and clay composition, the NCCPI of the parcel, the distance to the nearest
rail line, population center, primary roads, and elevator, the nearest market’s population, and the
30 meter wind potential capability under 2008 and current technology. This step helps ensure that
the distributions of the control variables across our treatment and control groups are sufficiently
balanced by grouping observations close in propensity score.?

We estimate our propensity score using a gradient boosted random forest (BRF) model. We
prefer this method as it provides a tractable, data-driven approach to modeling potentially highly
non-linear relationships. Propensity scores are often estimated using logistic regressions. At the
mean, propensity scores estimated using a logit model were similarly distributed but had longer
tails which may suggest that linear approximations are not appropriate for extreme observations.
We use these propensity scores in two pre-conditioning steps. First, we estimate the common
support for the dataset,described in equation 7. Here Py and Py are the sets of propensity scores
for treated and control observations. Restricting the analysis to only the common support ensures
that every treated observation in the dataset has at least one potential control that had a similar

likelihood of being treated.

CS = [max (min (P;) , min (Py)) , min (max (P;) , max (Py))] (7)

A second role for this propensity score is to block the matches. In this step, we divide the
common support into 5 sections based on the quintiles of the propensity scores for the treated
observations and pre-group our treated and control observations. This helps ensure that our treated
and control groups are sufficiently similar so that the overall distributions between the groups are
better balanced. Figure 5 shows an example of the common support and quintile blocks of the
treated and control observations when matching over parcel sales between 5 and 10 miles from a

turbine.

3While matching improves covariate balancing, we found matching without first blocking the matches by propensity
scores leads to highly imbalanced covariates between the treatment and control groups.

14
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Figure 5: Common Support and Treated Quintile Blocks 5 to 10 Miles from Turbine

Note: The grey dashed vertical lines indicate the blocked categories for the treated propensity score quintiles.

3.3 Assigning Weights with Genetic Matching

After constructing our sample blocks, we match treated and control observations within each blocks
using a genetic matching procedure developed by Diamond and Sekhon (2013). Genetic matching
uses the genetic algorithm (GenOUD) to match observations. This algorithm is a useful way
of finding optima over ranges of the potential solution space. Saddle points and multiple local
optima are prevalent in highly non-linear optimization and present serious challenges when using
hill-climbing algorithms. GenOUD overcomes these issues by using a set of heuristics that mutates
or breeds new solutions based on the performance of solutions in the previous generations. This
feature helps GenOUD to proceed past discontinuous areas of the solution space and saddle points
and detect better local optima. Mebane Jr et al. (2011) provide a detailed overview of the GenOUD
algorithm.

Under genetic matching, treated and control observations (X; and X, respectfully) are matched
according to their generalized Mahalanobis distance (GMD) shown in equation 8. Here X, and X;
represent vectors of treatment and control vectors of matched observations. The matrix S “3isa
lower triangular matrix and the Cholesky decomposition of the inverse of the variance covariance

T
matrix (Y7!) such that Sz (S_%) = Y1 The matrix (W) is a diagonal matrix comprised
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of weights for each of the matching variables*.Mahalanobis distance is itself a generalization of
Euclidean distance between two points. As such, Mahalanobis distance will match observations by
similar covariate values as opposed to its propensity score. King and Nielsen (2019) shows that
while propensity scores are appropriate for blocking, they tend to produce noisier matches relative

to matching by Mahalanobis distance.

GMD = \/ (X, — X.)7 (S*%)T WS35 (X, — X.) (8)

Genetic matching seeks solutions in the form of the weights on the main diagonal of the W matrix.
Covariate balance is the objective of genetic matching. Specifically, genetic matches seeks to in-
crease the smallest p-value of the Kolmogorov-Smirnov (KS) statistic across the matching variables.
The KS test is a non-parametric test to determine if two distributions are statistically different.
This test statistic is the largest absolute difference in the empirical cumulative distributions be-
tween two random variables. In our case this is the largest absolute difference in the distributions
of matching variables between the treatment and control groups. The KS test is preferable to other
tests since considers similarities across the entire distribution as opposed to single distributional
attributes such as the mean. Larger p-values of the test indicate that the distributions of each
matching variable between the treatment and control groups are statistically identical. That is,
higher KS-test p-values indicate parameter balance, the goal of the genetic matching algorithm.
Therefore, the genetic matching algorithm seeks to maximize the smallest KS test p-value between
each of the matching variables. The algorithm terminates when the solution does not change after

four generations or when the algorithm performs calculations on 100 generations.

3.4 Matching

Once we have our optimal weighting matrix, we then match using GMD. We found that matching
performed best when a caliper was applied. This caliper restricts matches to those within a given
normalized distance to one another. In our matches, we use a distance of a 0.25 standard deviations
for all of our matching variables. While this further removes treated observations that are do not
have a GMD with a control within this caliper, it ensures that the remaining matches are sufficiently

distributionally similar.

T
“When (S_%> WS~2 = I then the GMD is the Euclidean distance between the two vectors.
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4 Results

4.1 Hedonic Regression

We estimate agricultural parcel values using three models. The first two models are simple re-
gressions using ordinary least squares and the third model as a quantile regression at the median
per-acre price. For interpretability, we use the log-level model, using the logged per-acre sale price
as our left-hand-side and the unadjusted levels of the controls on the right. This means that the
coefficient values will correspond to the percent change in the per-acre sales price given a marginal
change in each regressor.

Outside of the fixed effect structure, all of our models use the same sets of regressors. We include
a cubic function of the parcel’s acreage to control for potential use and capitalization variability
due to the parcel size. We control for the field’s soil quality by including the slope, soil proportions
of silt and clay, and the NCCPI productivity index evaluated at parcel’s address.

Wind turbines are not randomly constructed across the country and could be spatially correlated
with other infrastructure. To control for this we include quartile categorical distance dummies
for the field’s distance to major road, railroads, grain elevators and its distance to cities with
populations over 25,000. We also include the population of the nearest market city to control for
energy needs and available workers that may also encourage wind development. Like our other
distance controls, we use categorical distance variables to estimate the proximate impact of wind
turbines. Unlike our other distance controls we set our categorical variables at custom distances of
%, 1, 3, 5, 10, 20, and 30 miles. In this way we can separately consider the effects of the turbine
when it is likely on the property, adjacent to the property, within obvious visual range, within
non-obvious visual range, and outside of visual range.

The only difference between the first two models is that one uses county-level fixed effects while
the other does not. By comparing the results of the first two models we can determine the robustness
of our distance coefficient results are to county specification. This is important because the parcel
land dataset is made up of distinct county assessment department estimates it could be possible that
there is a different error structure between these two datasets. Fixed effects are a bias correction
used when unobserved heterogeneity is correlated with the right hand variables. In this case, the
latent heterogeneity we correct arises from the potential differences in the reporting practices of
each of the county assessment departments. Parcel size is the only regressor that comes from the

ZTRAX dataset. If acreage is not standardly reported across assessment departments, this could
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lead to bias across counties. To correct for this, we include county-level fixed effects and compare
the results. We also include Major Land Resource Area fixed effects to control for agricultural
relevant features not captured in the models and as well as time fixed effects.

Table 2 shows the results of the models. For readability, we discuss the categorical distance
coefficients and fixed effect estimates in the next subsection. The coefficients were consistent across
the model specifications. The estimated parcel size cubic function suggests that parcel values are
approximately a quadratic function of the parcel size with high per-acre prices for small parcels
and larger parcels. By these estimates, per-acre-prices are smallest for parcels that are around
180 acres. The literature suggests that smaller parcels may be in different markets such as for
hobbyists or specialty crop producers (Ritter et al., 2020). The negative cubic term suggests that
the price reduces on fields larger than blueinsert size here. This could suggest that there could
be capital constraints that keep potential buyers out of the market for larger parcels of land. The
slope coeflicients were negative suggesting that higher sloped fields reduce the parcel values. This is
expected since fields with higher slopes are more difficult to farm and more susceptible to erosion.
The values suggest per-acre prices for field with median slopes are around 3% lower than perfectly
flat fields. Soil texture is defined using the composition of silt, clay, and sand. Here sand is
the left-out group. The higher silt and clay proportions generally increased the per-acre value of
the property. This suggests that the market rewards fine to moderately textured soils known for
their water retention and are generally optimal for crop production. The soil productivity index
coefficient was also positive as expected. Ceteris paribus a 1st to 3rd quartile premium for the
NCCPI was between 3% and 9%.

Because the distance to the turbine is of special interest, we also show the categorical distance
coefficients in table 2. Because developers construct turbines in tightly clustered wind parks,
the county-level fixed effects help account for other more localized effects. The turbine distance
coefficients were consistent across all models. All of the categorical distance variables were positive
indicating that being closer to turbines increases the value of agricultural land. Even parcels
between 20 and 30 miles away from a turbine had significantly higher sale prices than those beyond
30 miles. This is surprising since, at a distance beyond 20 miles, turbines would be out of visual
range to the parcel’s address. The positive and significant effects outside of 20 miles could be due
to wind development expansions outside of wind parks. To secure lands for future turbines, wind
energy developers will often retain lands outside of wind parks with reservation contracts. These

contracts give wind developers the exclusive rights to construct wind turbines on the property
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within a certain time frame.

We estimate the relationship between parcel sales values and their distances to turbines using
both standard ordinary least squares and quantile regression evaluated at the median of the logged
sales price per acre. The following are the fixed effects using the model without the county fixed
effects. Figure 6 shows a map of the MLRA fixed effects. This map shows that there is a degree of
spatial correlation in the MLRA fixed effects. There were higher MLRA fixed effects in areas that
had larger populations, more established agricultural industries, and lower soil productivity. Areas
in the heart of the Corn belt such as Iowa and Illinois, and the in Mississippi River Delta had higher
base parcel values than the surrounding areas. This could reflect tighter agricultural land markets
in these areas due to a greater utilization of cropland. In other areas, the premiums could be from
areas with greater overall populations. Areas along the coast of California, Florida, and on the
Upper East Coast have some of the highest population densities in the country. Agricultural land
in these areas can be developed and may sell at a premium regardless of other attributes. In other
areas, land may be of such poor quality that the fixed effect is larger to ensure positive per-acre
prices. The western half of the Dakotas °, the mountainous western half of Colorado, and the arid

regions in Nevada and southern New Mexico regions all have higher fixed effects.

5This area is colloquially known as the “Badlands.”
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Table 2: Log Per-Acre Parcel Value Hedonic Regression Results

Dependent variable:

(1) OLS (2) OLS (3) Quantile
Constant 10.940%*** 8.539%** 8.422%#*
(1.065) (0.087) (0.030)
Lot Size —0.010%** —0.011%** —0.011%**
(0.0001) (0.0001) (0.0001)
(Lot Size) x (Lot Size) 0.00003*** 0.00003*** 0.00003***
(0.00000) (0.00000) (0.00000)
(Lot Size)3 —0.00000*** —0.00000%** —0.00000%***
(0.000) (0.000) (0.000)
Slope —0.004*** —0.003*** —0.003%**
(0.0003) (0.0002) (0.0003)
Soil Silt (%) 0.0001 0.0002* 0.0003**
(0.0001) (0.0001) (0.0001)
Soil Clay (%) 0.001%** 0.001*** 0.001%**
(0.0002) (0.0002) (0.0002)
NCCPI 0.079%** 0.170%** 0.219%**
(0.012) (0.011) (0.012)
Dist. to Turb. (0,0.5] (Miles) 0.326™** 0.367** 0.328%**
(0.036) (0.037) (0.038)
Dist. to Turb. (0.5,1] (Miles) 0.291%** 0.328%*** 0.333%**
(0.039) (0.040) (0.052)
Dist. to Turb. (1,3] (Miles) 0.235%** 0.281%** 0.281%**
(0.020) (0.019) (0.020)
Dist. to Turb. (3,5] (Miles) 0.188*** 0.233%** 0.255%**
(0.017) (0.017) (0.015)
Dist. to Turb. (5,10] (Miles) 0.165*** 0.188%*** 0.216%**
(0.011) (0.010) (0.011)
Dist. to Turb. (10,20] (Miles) 0.090%** 0.104%** 0.118%***
(0.008) (0.007) (0.008)
Dist. to Turb. (20,30] (Miles) 0.068*** 0.088*** 0.091%**
(0.007) (0.007) (0.007)
Nearest Mrkt. Pop. 0.00000%** 0.00000*** 0.00000%**
(0.000) (0.000) (0.000)
Road Dist. Yes Yes Yes
Rail Dist. Yes Yes Yes
Elevator Dist. Yes Yes Yes
Market City Dist. Yes Yes Yes
Year Fixed Effects Yes Yes Yes
MLRA Fixed Effects Yes Yes Yes
County Fixed Effects Yes No No
Observations 409,349 409,349 388,882
R? 0.351 0.286 -
Adjusted R? 0.348 0.285 —

Residual Std. Error
F Statistic

1.013 (df = 407538)

121.684*** (df = 1810; 407538)

1.061 (df = 409113)
696.874*** (df = 235; 409113)

Note:
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Figure 6: MLRA Fixed Effects Significant at the 95% Confidence Level

Figure 7 shows the year fixed effect estimates. As expected, the year fixed effect follows commod-
ity prices. The fixed effects pattern is consistent with agricultural commodity prices. Following
prices, the farmland value fixed effects in 2007 and 2008 were elevated. The fixed effects had a

sharp increase again following 2010, another period of elevated crop prices.
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Figure 7: Year Fixed-Effects Estimates

Note: Mean estimate captured by the solid black line. 95% confidence interval captured by the dashed line intervals.

We now discuss the effect of a parcel’s distance to a turbine in more depth. For exposition, we
frame this discussion using a representative observation in our dataset. Using a base observation

allows us to put the distance impacts in dollar as opposed to percentage terms. Because our models
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use fixed effects and these effects explain much of the price variation, we use observations from the

modal MLRA and year. In our dataset this parcel was from 2012 in southern Wisconsin. Table 3

shows the attributes of the base parcel.

Table 3: Characteristics of the Base Parcel

Variable Value
Year 2012
Lot Size (Acres) 43.6
Field Slope 3.05
Silt Pct. 35.0
Clay Pct. 23.2
NCCPI 0.804
Distance to Rail (miles) 1.04
Nearest Market Pop 37,313
Distance to Road (miles) 29.7
Distance to Elevator (miles) 11.4
Distance to Turbine (miles) 20.2
Distance to Nearest Market (miles) — 44.2

Figures 8 and 9 show the estimated step functions for the base parcel. Included in these are the
95% confidence intervals for the estimates in each distance category and vertical lines represent
statistically significant breaks in the step function. These breaks signify that the estimated effect
in one category is statistically different from the preceding category at the 95% confidence level.
Although these step functions relate to the base parcel, we derive them from the regression coeffi-
cients are generalizable across all fields. For ease of comparison, we plot all step functions to the
same scale. Figure 8 is the sales price step function by distance to wind turbines. If the field is the
nearest turbine is 30 miles or further the base parcel’s expected sales price is around $5,300 per
acre. We estimate this same parcel would be $7,000 if it were within 3 miles of a turbine, a 32%
increase. These proximate sales price reduce rather quickly within thresholds 10 miles of turbines.
There are persistent sales price premiums out to 30 miles from turbines. The sales price premium
for the 20 to 30 mile range was positive and highly significant. This is surprising since, at these
distances, the turbine is likely to be out of the visual range of the parcel.

As expected, there are sales price premiums to being closer to major market cities, elevators,
major road networks, and railroads. Since these effects are not the primary interest, we use the
quartiles of the distances to construct as cutoffs. These values can be found in the data summary
in table 1. Every categorical distance coefficient was positive and strongly significant. The distance

to major market cities with populations of 25,000 and above had the greatest effect on the parcel’s
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value. The premium for being within 17 miles of a market city was nearly $3,000 on the base
parcel. Coincidentally, the distance to major roads and the distance to elevators are on similar
scales. Being close to roads provided higher premiums than being close to elevators. If the base
parcel was within 10 miles of a primary road, it would have around a $600 per-acre premium,
this premium was around $400 for the elevator. This suggests that the level of transportation
infrastructure is a major consideration for producers. On average parcels were far closer to railroad
lines than they were to primary roads. At the 75 percentile, parcels were only 7 miles from a rail
line. Every rail line distance premium were positive and statistically significant. The proximity to
wind turbines was relatively influential compared to all but the distance-to-market step functions.
The value of the base parcel within 10 miles of a turbine was around what it would be if it were 10

miles from a primary road.
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Figure 8: Sale Price Step-Function Predictions by Distance to Wind Turbine

Note: Mean estimate captured by the solid black line. 95% confidence interval captured by the red dotted line intervals. The
blue dotted lines indicate breaks significant at the 95% confidence level.
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Note: Mean estimate captured by the solid black line. 95% confidence interval captured by the red dotted line intervals.

blue dotted lines indicate breaks significant at the 95% confidence level.
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4.2 Matching Estimates

The hedonic regressions indicate that wind turbines offer a premium to parcels sold closer nearby.
However, the non-random locations of turbines introduces potential endogeneity problems. To
control for this, we estimate the effect that the parcel’s proximity has on its sale value using
a matching procedure. Our approach begins with preconditioning the data using its estimate
propensity score. This is each parcel’s probability of being within a given distance from a turbine
based on a set of observable variables. These include the parcel’s size in acres, its slope, silt and clay
composition percentages, its soil productivity index (NCCPI), its distance to rail, primary roads,
elevators, nearest city with 25,000 or more people, its current and 2008 wind capability potential
score, the populations of the nearest city and the nearest metropolitan area, and a year trend
variable. We estimate these propensity scores using gradient boosted random forests to allow the
for the possibility of highly non-linear relationships between observable features and the propensity
score. We use these propensity scores across our treatment and control observations to generate
the common support and treated quintile blocks that we then match across. We include statistics
on the propensity score blocks in the appendix.

Matching can be thought of as a process of finding datasets similar to those in natural experi-
ments inside of observational datasets. An important goal of matching is to achieve balance in each
matching control variable across our treated and control groups. That is, we would like the distribu-
tions of each relevant observable variable for the treatment group to be identical to its counterpart
for the control group. Figure 10 shows the after-matching Kolmogorov-Smirnov (KS) test p-values
for each of the matching variables, in each block, in each distance category. The null hypothesis of
a KS test is that the treatment and control group variables have identical distributions. Therefore
high p-values indicate that we fail to reject that variables are identically distributed with reason-
able confidence. The red lines in figure 10 is set at 1%. Because we match with a quarter-standard
deviation caliper, in several blocks we did not have controls that were close enough to match with
all of our treatment variables. We indicate this in figure 10 by setting all of its KS p-values to zero.

For many blocks, particularly the first two blocks, we obtain good balance in nearly every distance
category. The more problematic variables to match were ones that involved the parcel’s proximity
to features including distance to roads, railroads, and elevators. For instance, the 3rd block of
parcels sales between 0.5 and 3 miles of a turbine matched poorly for distance to elevator and

distance to a market city. While not as problematic, these distances were less balanced for sales
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within 0.5 miles, and those within 3 to 5 miles a turbine. The total population of the nearest
metropolitan population also difficult to balance across our distance categories. In the case of the
sales between 10 and 20 miles from a turbine, the nearest metropolitan population was the only
source of imbalance. While technically problematic, in practice imbalance in this feature is likely
not an issue in practice as these differences are not likely to be economically significant. We include
the balance statistics on the metropolitan population in the appendix.
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Figure 10: Kolmogorov-Smirnov Statistic p-values by Distances, Blocks, and Variables

Table 4 shows the estimated log-per acre sales price effects from being within each of the distance
thresholds at each block. Also included is the number of matched treated observations that lead
to these estimates. From the number of treated observations in each bin, the effect of the caliper
is clear as only 29 observations were matchable in the first block and only 3 observations were
matchable in the second block within a half mile from the turbine. This is a symptom of the
dissimilarities between the treated and control observations. Also note that the number of matched
observations were larger for sales further away from the turbine. This comes as little surprise since
we restrict our control population to being within at least 50 miles of a turbine and we include

many distance controls that likely correlate to turbine construction such as wind potential and
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infrastructural controls. The total treatment effect estimates were calculated by taking a weighted
average treatment effect across the blocks by the number of treated observations within the distance
category. The treatment effect estimates qualitatively verify the results of the hedonic regressions.
As with the regressions, we find that turbines offer a sizable percentage premium to parcel sale
prices. Being within 3 miles of a turbine increases land values by over 30%, being between 3 to 10
miles of a turbine on average increases the sale value between 29% and 25%, and being within 10

to 20 miles of a turbine increases parcel values by around 20% on average.

Table 4: Genetic Matching Estimates

Blocks Distance-to-Turbine
Value 1 2 3 4 5 Total Effect Min. Max.

Treatment Effect 0.653***  (.728*** - - -

(0.00) (0.00) -) -) (-) 0.6600 0 0.5
Matched Treated # 29 3 1 1 1
Treatment Effect 0.439%*%*  _0.025%**  0.191%** - -

(0.00)  (0.00) (0.00) ) ) 0.3256 0.5 3
Matched Treated # 92 19 28 1 1
Treatment Effect 0.257**F*  (0.394%**  _(0.038*** -(0.203***

(0.00)  (0.00) (0.00) (0.00) ) 0.2636 3 5
Matched Treated # 112 60 8 10 1
Treatment Effect 0.268***  (0.316***  (.391*F** - 0.673***

(0.00) (0.00) (0.00) -) (0.00) 0.2893 5 10
Matched Treated # 312 121 26 1 2
Treatment Effect 0.100%**  0.266*%**  0.093*%**  0.440%**  0.021***

(0.00)  (0.00) (0.00) (0.00)  (0.00) 0.1935 10 20
Matched Treated # 558 574 163 130 29
Note: p-values in ();*p<0.1; **p<0.05; ***p<0.01

5 Conclusions

In this study, we estimated the effect that an agricultural parcel’s distance from a wind turbine has
on its per-acre sales value. Across our model specifications we find that wind turbines consistently
increase agricultural sales values. We find these effects are substantial, as a turbine within 3 miles
increases parcel sales values by over 30%. Our regression analysis suggests the premium from
turbines is greater than that of the proximity to major roads, rail lines, and grain elevators. This is
an encouraging sign for the future of wind development as this means that rural landowners should
see an increase in property values if turbines enter their areas.

As expected, the size of the turbine effect reduces as the turbines get further away. This seems
logical if turbines increase the values of agricultural land sales. Interestingly, we found statistically

significant and positive effects from turbines over 30 miles from the parcel. This is interesting since,
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at 30 miles, turbines produce negligible audio or visual externalities. Because these results hold in
the matching models where we control for potential wind capacity, this suggests that prospective
property values may remain high independent of potential wind capacity within an area and that
competing wind developers may drive up land values with defensive wind leasing.

This study provides a comprehensive analysis of how wind turbines influence farm land sales
values in the United States. We consider a dataset with over 400,000 parcel sales and over 50,000
wind turbines in the US, during an unprecedented time of turbine construction. With that, there is
still potential questions not addressed in this research. We show that around 85% of wind turbines
in the US are over 20 miles away from cities with 25,000 people or more. However, this does not
mean that rural dwellings are also far from wind turbines. To avoid potential data consistency
issues and latent heterogeneity in building qualities, we filter out sales with buildings. It is possible

that the values for these parcels may respond differently to local wind turbine development.
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Supplementary Appendix

Al Quantile Regression Step Functions at the Median
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Figure Al: Sale Price Step-Function Predictions by Distance to Wind Turbine for Quantile Regres-
sion

Note: Mean estimate captured by the solid black line. 95% confidence interval captured by the red dotted line intervals. The
blue dotted lines indicate breaks significant at the 95% confidence level.
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Figure A2: Sale Price Step-Function Predictions by Distance (Major Market Area, Elevator, Road,
Rail) for Quantile Regression

Note: Mean estimate captured by the solid black line. 95% confidence interval captured by the red dotted line intervals. The
blue dotted lines indicate breaks significant at the 95% confidence level.
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A2 Supplementary Matching Balance Statistics

Table A1l shows the propensity score blocks at each distance category. Because our control group
consists of parcels sold more than 30 miles from a turbine, the common support tends to be smaller
when considering parcels closer to the turbine. This is because parcel sales within a half mile are
likely less similar to sales between 30 to 50 miles of a turbine than ones that took place between 10
and 20 miles from a turbine. We conducted matching separately across each block in each distance
category. For instance, we sought to match all parcels sold within a half mile from a turbine with
propensity scores between 0.189% and 2.86% with control observations that also had propensity
scores between 0.189% and 2.86% and repeated the matching process across all of the blocks for

parcels sold within a half mile of a turbine.

Table Al: Common Support and Quintile Blocks by Distance Categories
Treatment Quintiles

Min Dist. Max Dist. Min 1 2 3 4 5
0 0.5 0.189% 2.86% 5.60% 11.2% 18.5% 28.0%
0.5 3 0.501% 7.97% 14.5% 24.3% 35.1% 58.4%
3 5 0.523% 8.64% 14.9% 24.4% 34.9% 54.3%
5 10 2.20% 20.7% 31.0% 46.5% 54.9% 73.4%
10 20 4.88% 38.6% 46.9% 55.3% 65.9% 76.0%

Table A2 shows the mean metro population statistics for the treated groups and their differences
from the control population at mean. In many cases of imbalance, these means differ by what are
likely inconsequential amounts. In the most problematic balancing issue at the mean, the second
block of sales within a half mile of a turbine, the treated sales had around 8,245 more people in its
mean metro population. This was qualitatively small compared to its treated mean of 117,654 and

therefore this difference should have little practical bearing on sale prices.
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Table A2: Mean Nearest Metropolitan Populations by Distance and Block After Matching
Distance to Turbine

Mean for Treatment Difference at Means Min Max Block

23,850.73 736.49 0 0.50 1
117,654 8,245.33 0 0.50 2
- - 0 0.50 3

- — 0 0.50 4

- - 0 0.50 5
98,468.72 2,494.96 0.50 3 1
76,120.63 2,805.42 0.50 3 2
95,549.79 -1,044.25 0.50 3 3
- — 0.50 3 4

- — 0.50 3 5
690,806.99 4,138.31 3 5 1
40,319.68 1363 3 5 2
115,005 -357.67 3 5 3
2,941.50 -1.08 3 5 4
- - 3 5 5
365,611.14 2,018.77 5 10 1
74,400.63 281.71 5 10 2
90,142.67 -176.50 5 10 3
- — 5 10 4
21,726 73 5 10 5
163,758.55 8,077.70 10 20 1
78,082.90 749.85 10 20 2
59,860.32 339.18 10 20 3
38,885.75 -99.35 10 20 4
129,951.58 57.47 10 20 5
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